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Abstract

This thesis concerns the numerical computation and updating of several matrix

functions.

Theoretical and numerical results for solving the matrix pth root problem,

Xp = A, where p ≥ 2 and A,X ∈ Cn×n, are considered. Any nonsingular matrix

has pth roots, and they can be classified into two groups: those that are functions

of A and those that are not. A Schur algorithm for computing a matrix pth root

that generalises methods of Björck and Hammarling and Higham for the square

root is presented. The algorithm forms a Schur decomposition of A and computes

a pth root of the (quasi)triangular factor by a recursion. The method is shown

to have essentially perfect numerical stability.

Methods for updating symmetric positive definite matrix square roots are

investigated. One such approach is based on a maximal trace property, while

another stems from updating eigendecompositions. In addition, a direct method

for computing the singular value decomposition of a close to diagonal matrix is

presented. When the matrix has repeated or close singular values it is possible

to apply the direct method to split the problem in two with one part containing

the well-separated singular values and one requiring the computation of the close

singular values.

Finally, an algorithm is developed for computing the matrix cosine. The

algorithm scales the matrix by a power of 2 to make the ∞-norm less than or

equal to 1, evaluates a Padé approximant, and then uses the double angle formula
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cos(2A) = 2 cos(A)2−I to recover the cosine of the original matrix. The algorithm

is well suited to modern computer architectures and proves to be competitive in

accuracy with methods designed for general matrix functions.
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Chapter 1

Introduction

1.1 Overview

This thesis is concerned with the numerical computation of matrix functions f(A),

where A ∈ Cn×n. The interest in matrix functions stems from the diverse role

they play in science and engineering. An assortment of computational methods

for matrix functions have been proposed, with the majority geared to particular

functions. In this opening chapter, after presenting the necessary background, the

concept of a general matrix function is introduced and an algorithm for computing

arbitrary f(A) is outlined.

One matrix function of particular interest is the pth root. Chapter 2 explores

the theory and existence of matrix roots and investigates different methods of

computation. It is widely appreciated that any nonsingular matrix has pth roots

and we show that they can be classified into two groups, those that are functions

of the matrix and those that are not. Perhaps the best known method for solv-

ing nonlinear equations is Newton’s method. It is therefore natural to consider

employing it for the matrix pth root problem, Xp = A. Hoskins and Walton

[40] implement a specialised form of Newton’s method based on commutativity

assumptions and apply it to symmetric positive definite A. However, this method

14



CHAPTER 1. INTRODUCTION 15

is not practically viable, as we will show. Björck and Hammarling [6] and Higham

[34] offer methods for computing square roots of A that first form a Schur de-

composition of A and then use stable and efficient recursive formulae to obtain

a square root of the triangular factor. In Chapter 2, a generalisation of these

Schur methods to computing pth roots for p ≥ 2 is presented. The algorithm has

the attractive property of being able to work exclusively in real arithmetic when

computing real pth roots of real matrices. The backward error associated with

the Schur method is examined and the method is seen to have excellent numerical

stability.

In Chapter 3 we investigate a specific problem involving the computation of

matrix square roots that arises in a semidefinite programming algorithm. The

algorithm requires the efficient calculation of the positive definite square roots

of a sequence of symmetric positive definite matrices, where each matrix differs

little from the previous one. Rather than compute the square roots directly, we

examine the possibility of using the square root X of A as an approximation to

the square root X̃ of Ã when ‖A−Ã‖ is small. A sensible approach would appear

to be using X as a starting point in a Newton type iteration for X̃. However,

certain restrictions and costs associated with the Newton family of iterations for

the matrix square root [33], [36] limit their worth. We develop an algorithm for

updating matrix square roots by exploiting the relationship between the matrix

square root, the polar decomposition and the Cholesky factorisation. The algo-

rithm, based on a maximum trace property, builds up the symmetric positive

definite square root of A through the application of a sequence of orthogonal

similarity transformations. Unfortunately, due to a poor convergence rate, this

approach is too expensive to implement except in special cases.

Motivated by the problem of Chapter 3 we studied methods for updating the

eigendecomposition of a symmetric positive definite matrix subjected to additive
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perturbations. The eigendecomposition of a matrix with small off-diagonal and

distinct diagonal elements can be approximated using a direct scheme of Davies

and Modi [17]. In Chapter 4 a generalisation of this method for computing the

singular value decomposition of A ∈ Rm×n is presented. When A has repeated

or close singular values it is possible to apply the direct method to split the

problem into two, with one part containing the well separated singular values and

one requiring the computation of the close singular values. We give a thorough

analysis that indicates when it is appropriate to implement the method. In the

case of the eigendecomposition our analysis offers a bound that is at worst as

bad as the implementation rule proposed by Davies and Modi and can be much

better. For matrices subject to small perturbations, experiments illustrate how

the eigendecomposition approach may be used as the foundation of an algorithm

for updating symmetric positive definite square roots.

The final chapter is concerned with the matrix cosine function, which has its

uses in the solution of second order ordinary differential equations. An algorithm

for computing the matrix cosine that builds on a proposal of Serbin and Blalock

[74] is given. The algorithm scales the matrix by a power of 2 to make the

∞-norm less than or equal to 1, evaluates a Padé approximation and then uses

the double angle formula cos(2A) = 2 cos(A)2 − I to recover the cosine of the

original matrix. We give truncation and rounding error analyses to show that

an [8, 8] Padé approximant produces the cosine of the scaled matrix correct to

machine accuracy in IEEE double precision arithmetic, and show that the Padé

approximant can be more efficiently evaluated than a corresponding Taylor series

approximation. We also provide error analysis to bound the propagation of errors

in the double angle recurrence. As well as being well suited to modern computer

architecture, numerical experiments show that our algorithm is competitive in

accuracy with existing general matrix function algorithms.
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1.2 Basic Definitions, Norms and Factorisations

1.2.1 Basic Definitions

We will use the following standard terminology:

• A ∈ Cn×n is hermitian if A = A∗, where A∗ denotes the conjugate trans-

pose of A. In the real case A ∈ Rn×n is said to be symmetric if A = AT ,

where AT is the transpose of A.

• A ∈ Cn×n is symmetric positive (semi) definite if A = AT and

xTAx > (≥)0 for all nonzero x ∈ Cn.

• A ∈ Cn×n is skew-hermitian if A = −A∗. A ∈ Rn×n is said to be

skew-symmetric if A = −AT .

• A ∈ Cn×n is unitary if A∗A = I. In the real case A ∈ Rn×n is orthogo-

nal if ATA = I.

• A ∈ Cn×n is upper (lower) triangular if aij = 0 for i > j (i < j).

• A ∈ Cn×n is upper (lower) hessenberg if aij = 0 for i > j+1 (i < j−1).

• A ∈ Cn×n is upper (lower) quasi-triangular if A is upper (lower)

Hessenberg and no two consecutive elements on the sub (super) diagonal

are nonzero.

A useful tool for solving matrix equations is the vec operator, which stacks

the columns of A ∈ Cm×n one on top of the other.

Definition 1.2.1 With each matrix A = (aij) ∈ Cm×n, we associate the vector

vec(A) ∈ Cm×n defined by

vec(A) ≡ (a11, . . . , am1, a12, . . . , am2, . . . , a1n, . . . , amn)
T .
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Closely related to the vec operator is the Kronecker product.

Definition 1.2.2 The Kronecker product of A = (aij) ∈ Cm×n and B = (bij) ∈

Cp×q is denoted by A⊗B and is defined to be the block matrix

A⊗B ≡




a11B · · · a1nB

...
. . .

...

am1B · · · amnB


 ∈ Cmp×nq.

Lemma 1.2.3 Let A,B and X be n× n matrices. Then

vec(AXB) = (BT ⊗ A) vec(X).

Proof. See [18, Problem 6.4].

1.2.2 Vector Norms

We introduce the concept of vector and matrix norms to provide us with a conve-

nient scalar measure of size. Norms are a particularly useful tool in perturbation

and rounding error analyses where they enable results to be presented in a con-

cise form. A vector norm is a function ‖ · ‖ : Cn → R that satisfies the following

conditions:

1. ‖x‖ > 0 for all nonzero x ∈ Cn.

2. ‖αx‖ = |α|‖x‖ where α ∈ C, x ∈ Cn.

3. The triangle inequality holds, that is ‖x+ y‖ ≤ ‖x‖+ ‖y‖ for all x, y ∈ Cn.

A useful class of vector norms are the Hölder p-norms, defined by

‖x‖p =
(

n∑

i=1

|xi|p
)1/p

, p ≥ 1.
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The three most widely used p-norms are the 1-, 2- and ∞-norms:

‖x‖1 =
n∑

i=1

|xi|,

‖x‖2 =
(

n∑

i=1

|xi|2
)1/2

= (x∗x)1/2,

‖x‖∞ = max
1≤i≤n

|xi|.

The 2-norm, also called the Euclidean norm, has the useful property that it is

invariant under unitary transformations. For unitary Q we have Q∗Q = I and so

‖Qx‖22 = x∗Q∗Qx = x∗x = ‖x‖22.

All vector p-norms are equivalent, which means that there exists constants α and

β depending only on n such that

α‖x‖p ≤ ‖x‖q ≤ β‖x‖p.

For q < p it has been shown [27] that

‖x‖p ≤ ‖x‖q ≤ n(
1
q
− 1
p)‖x‖p.

This yields useful results about the 1-, 2- and ∞-norms:

‖x‖2 ≤‖x‖1≤
√
n‖x‖2,

‖x‖∞ ≤‖x‖2≤
√
n‖x‖∞,

‖x‖∞ ≤‖x‖1≤ n‖x‖∞.

1.2.3 Matrix Norms

A matrix norm is a function ‖ · ‖ : Cm×n → R that satisfies the following condi-

tions:

1. ‖A‖ > 0 for all nonzero A ∈ Cm×n.
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2. ‖αA‖ = |α|‖A‖ where α ∈ C, A ∈ Cm×n.

3. The triangle inequality holds, that is ‖A+B‖ ≤ ‖A‖+ ‖B‖ for all A,B ∈

Cm×n.

The most commonly used matrix norms are the Frobenius norm, defined by

‖A‖F =

(
m∑

i=1

n∑

j=1

|aij|2
)1/2

= (trace(A∗A))1/2,

and the subordinate p-norms. Given a vector norm, the corresponding subordi-

nate matrix norm is given by

‖A‖ = sup
x6=0

‖Ax‖
‖x‖ .

Just as was the case for vectors, the three most common subordinate matrix

norms are the 1-, 2- and ∞-norms:

‖A‖1 = max
1≤j≤n

m∑

i=1

|aij|, “max column sum”,

‖A‖∞ = max
1≤i≤m

n∑

j=1

|aij|, “max row sum”,

‖A‖2 = (ρ(A∗A))1/2 = σmax(A), spectral norm,

where the spectral radius

ρ(B) = max{|λ| : det(B − λI) = 0}

and where σmax(A) denotes the largest singular value of A. The matrix 2-norm

and the Frobenius norm are both unitarily invariant norms. This means that for

any unitary matrices U and V we have ‖UAV ‖2 = ‖A‖2 and ‖UAV ‖F = ‖A‖F .

A norm is said to be consistent if

‖AB‖ ≤ ‖A‖‖B‖ (1.2.1)

whenever the product AB is defined. Any subordinate matrix norm and the

Frobenius norm are consistent norms. An example of a norm that is not consistent
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is the “max norm” ‖A‖M = maxi,j |aij| . The best bound obtainable for A ∈ Cm×n

and B ∈ Cn×p is ‖AB‖M ≤ n‖A‖M‖B‖M with equality achievable for aij = bij =

1.

The definition of a subordinate matrix norm can be generalised by allowing

different norms to be taken on the input and outspace:

‖A‖α,β = max
x6=0

‖Ax‖α
‖x‖β

.

Note that, in general, the submultiplicative property ‖AB‖α,β ≤ ‖A‖α,β‖B‖α,β
does not hold for mixed subordinate norms, but we do have

‖AB‖α,β ≤ ‖A‖γ,β‖B‖α,γ

for any third vector norm ‖ · ‖γ.

Another important quantity in numerical analysis is the matrix condition

number with respect to inversion, which for a nonsingular matrix A ∈ Cn×n, is

defined by

κα,β(A) := lim
ε→0

sup
‖∆A‖α,β≤ε‖A‖α,β

‖(A+∆A)−1 − A−1‖β,α
ε‖A−1‖β,α

.

An explicit formula for the condition number is

κα,β(A) = ‖A‖α,β‖A−1‖α,β. (1.2.2)

The matrix condition number (1.2.2) is an important tool in numerical linear

algebra as it can measure the sensitivity of a matrix to perturbations in the data.

For example the relative distance of a nonsingular A ∈ Cn×n to singularity is

given by

distα,β(A) := min

(‖∆A‖α,β
‖A‖α,β

: A+∆A singular

)
= κ(A)−1α,β. (1.2.3)

See Higham [38] for proofs of the results in (1.2.2) and (1.2.3).
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1.2.4 Factorisations

A QR factorisation of A ∈ Rm×n, where m ≥ n, is given by

A = QR = [Q1 Q2 ]

[
R1

0

]
,

where Q ∈ Rm×m is orthogonal and R1 ∈ Rn×n is upper triangular. For matrices

of full rank the QR factorisation is uniquely defined if we require R to have

positive diagonal elements. A QR factorisation can be computed in several ways,

including by the use of Householder transformations, Givens rotations and the

Gram-Schmidt method (see [28, Sec. 5.2]).

A decomposition that will play a fundamental role in the work of Chapter 2

is due to Schur 1909 [73].

Theorem 1.2.4 (Schur Decomposition) If A ∈ Cn×n, then there exists a uni-

tary Q ∈ Cn×n such that

Q∗AQ = T = D +N

where D = diag(λ1, . . . , λn) and N ∈ Cn×n is strictly upper triangular.

Proof. The proof is by induction on n. The base case n = 1 is trivial.

Suppose A ∈ Ck×k has normalised eigenvector x1 with corresponding eigenvalue

λ1. Let X2 ∈ Ck×(k−1) denote a matrix such that Q1 = [x1, X2] is unitary. Then

Q∗1AQ1 =

[
x∗1

X∗
2

]
A [ x1X2 ] =

[
x∗1Ax1 x∗1AX2

X∗
2Ax1 X∗

2AX2

]
.

Since Ax1 = λ1x1 and X∗
2x1 = 0 we have

Q∗1AQ1 =

[
λ1 x∗1AX2

0 X∗
2AX2

]
.

Using the inductive hypothesis there exists a unitary Q2 ∈ C(k−1)×(k−1) such that

Q∗2(X
∗
2AX2)Q2 is upper triangular. Thus if Q = Q1 diag(1, Q2), Q

∗AQ is upper

triangular.

The Schur decomposition possesses a real analogue.
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Theorem 1.2.5 (Real Schur Decomposition) If A ∈ Rn×n then there exists

a real orthogonal matrix Q such that

QTAQ = T =




T11 T12 · · · T1m

T22 T2m
. . .

...

Tmm



, (1.2.4)

where each block Tii is either a 1× 1 or a 2× 2 matrix having complex conjugate

eigenvalues λi and λi, λi 6= λi.

Proof. The complex eigenvalues of A appear in complex pairs since the

characteristic polynomial det(λI−A) has real coefficients. Let k be the number of

complex conjugate eigenvalue pairs of A. We will prove the theorem by induction

on k. For k = 0 the theorem holds as we have the real analogue of Theorem 1.2.4.

Suppose that k ≥ 1, then if λ = α+ iβ, β 6= 0, is an eigenvalue of A, there exists

y ∈ Rn and z ∈ Rn such that A(y + iz) = (α + iβ)(y + iz), i.e.,

A [ y z ] = [ y z ]

[
α β

−β α

]
.

Now let X ∈ Rn×(n−2) denote a matrix such that Q1 = [[ y z ] , X] is orthogonal.

Then

QT
1AQ1 =

[ [ α
−β

β
α

]
[ y z ]T AX

0 XTAX

]

By induction, there exists an orthogonal Q2 such that QT
2 (X

TAX)Q2 has the

required structure. The result follows by setting Q = Q1 diag(I2, Q2).

The Schur decomposition can be computed by the numerically stable QR

algorithm [28, Alg. 7.5.2].

One of the most important decompositions in numerical linear algebra is the

singular value decomposition (SVD). Examples of its wide variety of uses in-

clude noise reduction in speech processing [43], manipulability and sensitivity of

industrial robots [82] and information retrieval [5].
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Theorem 1.2.6 (Singular Value Decomposition) If A ∈ Rm×n, m ≥ n,

then there exist orthogonal matrices U ∈ Rm×m and V ∈ Rn×n such that

UTAV =

[
Σ

0

]
,

where Σ = diag(σ1, σ2, . . . , σn) with σ1 ≥ σ2 ≥ · · · ≥ σn ≥ 0.

Proof. Let x ∈ Rn and y ∈ Rm be unit 2-norm vectors satisfying Ax = σy

where σ = ‖A‖2. If U1 ∈ Rm×(m−1) and V1 ∈ Rn×(n−1) are such that U = [ y U1 ]

and V = [ x V1 ] are orthogonal, then

UTAV =

[
σ wT

0 B

]
≡ A1.

Now, ∥∥∥∥∥A1

[
σ

w

]∥∥∥∥∥

2

2

≥ (σ2 + wTw)2,

giving ‖A1‖2 ≥ (σ2 +wTw). But since σ2 = ‖A‖22 = ‖A1‖22, we must have w = 0.

The result follows by induction.

The σi are the singular values of A and the columns ui of U and vi of V are the

left and right singular vectors of A respectively and satisfy

Avi = σiui and ATi ui = σivi, i = 1:n.

If r ≤ n such that the singular values of A satisfy σ1 ≥ · · · ≥ σr > σr+1 = · · · = 0

the matrix A is said to be of rank r. It is this rank revealing property that makes

the SVD a particularly useful tool in problems concerned with rank deficient ma-

trices and their associated subspaces. The four fundamental subspaces associated

with the rank r matrix A ∈ Rm×n can be immediately obtained from the SVD,

ran(A) = span{u1, . . . , ur}, the range or column space of A,

null(A) = span{vr+1, . . . , vn}, the null space of A,

ran(AT ) = span{v1, . . . , vr}, the row space of A,

null(AT ) = span{ur+1, . . . , um}, the row null space of A.
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Note that null(AT ) = ran(A)⊥, whereX⊥ denotes the set of vectors perpendicular

to all elements of the subspace and is itself a subspace. We will denote the rank

of a matrix A ∈ Rm×n by

rank(A) = dim(ran(A)).

For A ∈ Rm×n, it is well known that

dim(null(A)) + rank(A) = n. (1.2.5)

For a full discussion on the computational methods available for the singular

value decomposition see Golub and Van Loan [28, Sec. 8.3]. A direct method for

computing the SVD of an approximately diagonal matrix is presented in Chapter

4.

1.2.5 Model of Floating Point Arithmetic

Throughout this work we use the standard model for floating point arithmetic

fl(x op y) = (x op y)(1 + δ1) =
x op y

1 + δ2
, |δ1|, |δ2| ≤ u, op = +,−, ∗, /,

f l(
√
x) =

√
x(1 + δ), |δ| ≤ u,

where u is the unit roundoff. We will make use of the following lemmas.

Lemma 1.2.7 [38, Lemma 3.1] If |δi| ≤ u and ρi = ±1 for i = 1:n, and nu < 1,

then
n∏

i=1

(1 + δi)
ρi = 1 + θn,

where

|θn| ≤
nu

1− nu =: γn.
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Lemma 1.2.8 [38, Lemma 3.3] For any positive integer k let θk denote a quantity

bounded according to |θk| ≤ γk = ku/(1− ku). The following relations hold:

(1 + θk)(1 + θj) = 1 + θk+j,

(1 + θk)

(1 + θj)
=

{
1 + θk+j, j ≤ k,

1 + θk+2j, j > k,

γkγj ≤ γmin(k,j),

iγk ≤ γik,

γk + u ≤ γk+1,

γk + γj + γkj ≤ γk+j.

In some error analyses it can be too much trouble to keep precise track of the

constants in the γk terms. A useful notation is then

γ̃k =
cku

1− cku,

where c denotes a small integer constant whose exact value is unimportant. We

will also write θ̃k to denote a quantity satisfying |θ̃k| ≤ γ̃k. Computed quantities

are denoted with a hat.

1.3 Matrix Functions

Matrix functions play a widespread role in science and engineering, with ap-

plication areas ranging from nuclear magnetic resonance [7] to the solution of

stiff ordinary differential equations [13]. But given a function f and a matrix

A ∈ Cn×n, how do we define the notion of a matrix function?

We could simply substitute the matrix for the scalar argument in the formula

for f(z). For example,

f(z) =
1 + z2

1− z ⇒ f(A) = (I − A)−1(I + A2) if 1 6∈ λ(A).
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In fact, any scalar polynomial p(z) =
∑k

i=0 αiz
i gives rise to a matrix polynomial

with scalar coefficients by simply substituting Ai for zi:

p(A) =
k∑

i=0

αiA
i.

More generally, for functions f with a series representation on an open disk

containing the eigenvalues of A, we are able to define the matrix function f(A)

via the Taylor series for f [28, Theorem 11.2.3].

Alternatively, given a function f(z) that is analytic inside a closed contour Γ

which encloses the eigenvalues of A, λ(A), f(A) can be defined, by analogy with

Cauchy’s integral theorem, by

f(A) =
1

2πi

∫

Γ

f(z)(zI − A)−1dz. (1.3.1)

This definition is known as the matrix version of Cauchy’s integral theorem.

A matrix function f(A) can also be defined in terms of the Jordan canonical

form.

Theorem 1.3.1 If A ∈ Cn×n, then there exists a nonsingular Z ∈ Cn×n such

that

Z−1AZ = diag(J1, . . . , Jr) = J, (1.3.2)

where

Jk = Jk(λk) =




λk 1 0

λk 1

. . . . . .

. . . 1

0 λk




∈ Cmk×mk (1.3.3)

and m1 + · · ·+mr = n.

Proof. See Halmos [29, p. 114].

Let A have s ≤ r distinct eigenvalues which we will denote by λ1, . . . , λs.

Then the minimal polynomial (the unique monic polynomial p of lowest degree
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such that p(A) = 0) is defined to be

ψ(λ) =
s∏

i=1

(λ− λi)ni ,

where ni is the degree of the largest Jordan block in which λi appears [51, p.

239]. The values

f (j)(λi), j = 0:ni − 1, i = 1: s

are the values of the function f on the spectrum of A, and if they exist f is said

to be defined on the spectrum of A. Note that the minimal polynomial ψ takes

the value zero on the spectrum of A.

Suppose, we have two polynomials p and q such that p(A) = q(A). The

difference d = p− q is zero at A and so is divisible by ψ. In other words, d takes

only the value zero on the spectrum of A. Thus p(A) = q(A) if and only if p

and q take the same values on the spectrum of A. Therefore, for any polynomial

p the matrix p(A) is uniquely determined by the values of p on the spectrum of

A. For this reason it seems natural to define a matrix function in a way that

uniquely determines f(A) by the values f takes on the spectrum of A. This leads

to Gantmacher’s definition of a matrix function [26].

Definition 1.3.2 [26, p. 97] Let f be defined on the spectrum of A. Then

f(A) = r(A), where r is the unique Lagrange-Sylvester interpolating polynomial

of degree less than
s∑

i=1

ni = deg ψ

that satisfies the interpolation conditions

r(j)(λi) = f (j)(λi), j = 0:ni − 1, i = 1: s.

Note that the coefficients of the polynomial r depend on A through the values

the function f takes on the spectrum of A. For A ∈ Cn×n in Jordan canonical

form we have the following theorem.
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Theorem 1.3.3 [28, Theorem 11.1.1] Let Z−1AZ = diag(J1, . . . , Jr) be the Jor-

dan canonical form of A ∈ Cn×n with the Jordan blocks Jk ∈ Cmk×mk as in (1.3.3).

If f(z) is analytic on an open set containing λ(A), then

f(A) = Z diag(f(J1), . . . , f(Jr))Z
−1,

where

f(Jk) =




f(λk) f ′(λk) · · · f (mk−1)(λk)
(mk−1)!

f(λk)
. . .

...

. . . f ′(λk)

0 f(λk)



. (1.3.4)

Proof. The interpolating polynomial for Jk in Definition 1.3.2 is given by

r(λ) = f(λk) + f ′(λk)(λ− λk) + · · ·+
f (mk−1)(λk)

(mk − 1)!
(λ− λk)mk−1.

Since the interpolating polynomial r takes the same values as f on the spectrum

of A we have

f(Jk) = r(Jk)

= f(λk)I + f ′(λk)(Jk − λkI) + · · ·+
f (mk−1)(λk)

(mk − 1)!
(Jk − λkI)mk−1,

which is easily seen to be equivalent to (1.3.4).

We now mention two important properties of matrix functions that are dis-

cussed by Gantmacher [26, pp. 98, 99].

Lemma 1.3.4 If two matrices A ∈ Cn×n and B ∈ Cn×n are similar, with

A = ZBZ−1,

then the matrices f(A) and f(B) are also similar, with

f(A) = Zf(B)Z−1.



CHAPTER 1. INTRODUCTION 30

Proof. For A = ZBZ−1 we have Ak = ZBkZ−1. Hence for every polynomial

p(z) it follows that

p(A) = Zp(B)Z−1. (1.3.5)

Therefore if either one of p(A) or p(B) equals zero then so does the other, implying

that A and B share the same minimal polynomial. ¿From Definition 1.3.2 there

exists an interpolating polynomial r(z) such that

f(A) = r(A), f(B) = r(B)

and since, for every polynomial we have (1.3.5), the result follows.

Lemma 1.3.5 If A ∈ Cn×n is a block diagonal matrix

A = diag(A1, A2, . . . , Ar)

then

f(A) = diag(f(A1), f(A2), . . . , f(Ar)).

Proof. If r(z) is the interpolating polynomial of minimal degree that inter-

polates to f(z) on the spectrum of A then

f(A) = r(A) = diag((r(A1), r(A2), . . . , r(Ar)),

and the result follows.

Rinehart [71] shows that all of the above definitions of a matrix function are

equivalent. However, not all of the definitions are as practical as each other from

a computational point of view. Although function representations such as the

matrix version of Cauchy’s integral formula (1.3.1) and the Jordan canonical form

(1.3.4) offer attractive theoretical insight into the properties of matrix functions,

their viability as a basis for computing f(A) is limited.
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1.3.1 Computing Matrix Functions

A general approach to compute f(A) for A ∈ Cn×n is to form a similarity trans-

formation

A = ZBZ−1, (1.3.6)

where f(B) is easily computable. Lemma 1.3.4 then gives

f(A) = Zf(B)Z−1.

If for example A is diagonalisable, B = diag(λi) and a simple calculation yields

f(A) = Z diag(f(λi))Z
−1. Unfortunately, the similarity transformation approach

can have serious limitations since any errors arising from evaluating f(B) can be

multiplied by as much as κ(Z) = ‖Z‖‖Z−1‖. To overcome such complications

the use of ill conditioned similarity transformations must be avoided. One way

to do this is to take (1.3.6) to be the Schur decomposition A = QTQ∗, where Q

is unitary and T is upper triangular. The challenge now becomes how to effec-

tively compute functions of upper triangular matrices. The function of an upper

triangular matrix, F = f(T ), is itself upper triangular since it is a polynomial

in T , and can be computed via a recurrence derived by Parlett [66] from the

commutativity relation

FT = TF. (1.3.7)

Comparing (i, j) entries, with i < j, in (1.3.7), gives

fij = tij
fjj − fii
tjj − tii

+

j−1∑

k=i+1

tikfkj − fiktkj
tjj − tii

. (1.3.8)

¿From (1.3.8), it is clear that fij is a linear combination of its neighbours to its left

and below in the matrix F . For this reason F can be formed one superdiagonal

at a time, beginning with the diagonal elements fii = f(tii). This is the method

MATLAB uses to compute matrix functions and is implemented through the funm

command. However, if A has close or multiple eigenvalues Parlett’s recurrence
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(1.3.8) leads to poor results. Under such circumstances Parlett [65] advises using

a block version of (1.3.8) where close or multiple eigenvalues are clustered together

in blocks Tii along the diagonal of T . The required matrix is then computed one

block superdiagonal at a time from

FijTjj − TiiFij = TijFjj − FiiTij +
j−1∑

k=i+1

(TikFkj − FikTkj), (1.3.9)

provided that it is possible to evaluate the blocks Fii = f(tii) and solve the

Sylvester equation (1.3.9) for Fij.

An algorithm for computing matrix functions for general f , based on the

Schur decomposition and Parlett’s recurrence (1.3.9), is presented by Davies and

Higham [16]. A reordering of the Schur decomposition A = QTQ∗ is computed to

ensure that the eigenvalues of the block Tii are well separated from those of Tjj—

good separation in the diagonal blocks is essential for the Sylvester equation

(1.3.9) to be well conditioned. The function f is evaluated on the nontrivial

diagonal blocks of T via a Taylor series before the desired matrix F = f(T ) is

built up, block by block, using the recurrence of Parlett.

For specific matrix functions a number of specialist algorithms have been

developed. Examples include the scaling and squaring method for the matrix

exponential [60], Serbin and Blalock’s matrix cosine algorithm [74] (see Chapter

5) and the matrix square root methods of Björck and Hammarling [6], and Higham

[34].

1.3.2 Conditioning of Matrix Functions

Given a function f and a matrix A ∈ Cn×n, an algorithm for computingX = f(A)

is stable if the computed matrix X̂ is the function of a matrix near A, i.e.,

X̂ = f(A + E) where ‖E‖ is small. Hence the accuracy of a computed matrix

function, as measured by the relative error ‖X̂ − f(A)‖/‖f(A)‖, is dictated by
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the sensitivity of f(A) to perturbations in A. Information regarding the sensitiv-

ity of the function is provided by condition numbers. A large condition number

indicates f(A) is particularly sensitive to perturbations in its argument, and con-

sequently, any algorithm working in finite precision arithmetic cannot be expected

to give an accurate approximation to f(A) for that particular A. The condition

number of a general matrix function is defined as

cond(A) = lim
δ→0

max
‖E‖F≤δ‖A‖F

‖f(A+ E)− f(A)‖F
δ‖f(A)‖F

(1.3.10)

and can be estimated by a method of Kenney and Laub [46]. Their idea is to use

a finite difference power method to estimate the norm of the Fréchet derivative

of f .

Definition 1.3.6 The mapping f :Cn×n → Cn×n is Fréchet differentiable at A if

there exists a linear operator L:Cn×n → Cn×n, such that

lim
δ→0

∥∥∥∥
f(A+ δE)− f(A)

δ
− L(A,E)

∥∥∥∥ = 0.

L(A,E) is said to be the Fréchet derivative of f at A in the matrix direction E.

Definition 1.3.6 gives the relationship between the condition number (1.3.10) and

the Fréchet derivative as (see [83, Theorem 5])

cond(A) =
‖L(A, ·)‖F
‖f(A)‖F

:=
1

‖f(A)‖F
max
‖E‖F 6=0

‖L(A,E)‖F
‖E‖F

.

Hence an accurate approximation of ‖L(A, ·)‖F will lead to an accurate approxi-

mation of cond(A).

If f(A) has the power series representation f(A) =
∑∞

i=0 αiA
i, then the

Fréchet derivative L(A,E), where ‖E‖F = 1, is given by the terms of O(E)

in

f(A+ E)− f(A) =
∞∑

i=1

αi
(
(A+ E)i − Ai

)
. (1.3.11)
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For most problems (1.3.11) leads to a tricky expression for the Fréchet derivative

that requires the use of the vec operator and the Kronecker product in its compu-

tation. Applying the result of Lemma 1.2.3 to the appropriate terms of (1.3.11)

gives

vec(L(A,E)) = D(A) vec(E), (1.3.12)

where D(A) is the Kronecker form of the Fréchet derivative,

D(A) =
∞∑

i=1

αi

i−1∑

k=0

(AT )i−1−k ⊗ Ak. (1.3.13)

Hence, from (1.3.12) and the relationship ‖A‖F = ‖ vec(A)‖2, the Frobenius norm

of the Fréchet derivative is equal to the 2-norm of its Kronecker matrix form, i.e.,

‖L(A, ·)‖F = ‖D(A)‖2. Thus the problem has been reduced to one of computing

the 2-norm of D(A), which can be estimated by the power method.

Algorithm 1.3.7 (The Power Method) For A ∈ Rn×n and a given unit 2-

norm vector v0 ∈ Rn, the power method computes a sequence of vectors such that

‖ṽk‖1/22 → ‖A‖2 as k →∞.

for k = 0, 1, 2, . . .

uk = Avk

ṽk+1 = ATuk

vk+1 =
ṽk+1

‖ṽk+1‖2

end

The power method is guaranteed to converge if there is a dominant eigenvalue

λ1 of ATA, that is, |λ1| > |λ2| ≥ · · · ≥ |λn|, and if v0 is not orthogonal to the

corresponding dominant eigenvector.

The Kronecker product of two matrices satisfies the property (X ⊗ Y )T =

XT ⊗ Y T , so from (1.3.13) it is apparent that D(A)T = D(AT ). Therefore by
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applying Algorithm 1.3.7 to D(A), it is clear from (1.3.12) that the power method

is equivalent to forming Ek+1 by

Wk = L(A,Ek), Ẽk+1 = L(AT ,Wk) Ek+1 = Ẽk+1/‖Ẽk+1‖F , k = 0, 1, 2, . . . ,

(1.3.14)

where v0 = vec(E0) with E0 taken to be of unit Frobenius norm. For suitably

chosen E0, ‖E1‖1/2F ≈ ‖L(A, ·)‖F . Higher order accuracy is achievable by simply

repeating the cycle. The formula (1.3.14) for estimating cond(A) involves the

potentially costly computation of L. Rather than compute the Fréchet deriva-

tive explicitly it can be approximated at a cost of two extra matrix function

evaluations by implementing a finite difference approximation to L. That is, if

f(A+ δE)− f(A)
δ

= L(A,E) +O(δ)

is taken to be an approximation to L(A,E), the power method steps (1.3.14) can

be approximated by

Wk =
f(A+ δEk)− f(A)

δ
,

Ek+1 =
f(AT + δWk)− f(AT )

δ
,

where δ is sufficiently small.



Chapter 2

Matrix Roots: Theory and

Computation

2.1 Introduction

Given a matrix A ∈ Cn×n, a matrix X is a pth root of A if

Xp = A. (2.1.1)

For the scalar case, n = 1, we know that every nonzero complex number has p

distinct roots. But for n > 1, a matrix pth root may not exist or there may be

infinitely many solutions of (2.1.1). For example, the matrix

A =

[
0 1

0 0

]

has no square root, while any involutary matrix is a square root of the identity

matrix. If the matrix A is nonsingular it always has a pth root, but for singu-

lar matrices existence depends on the structure of the elementary divisors of A

corresponding to the zero eigenvalues (see [86, Sec. 8.6], [26, Sec. 8.7]).

Applications requiring the matrix pth root arise in system theory in connection

36
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with the matrix sector function [75], [8], defined by

sector(A) = (Ap)−1/pA. (2.1.2)

The matrix sector function is a generalisation of the matrix sign function [72]

which can be retrieved from (2.1.2) by taking p = 2. The sector function appears

in such areas as radar, sonar and geophysics where it is used to determine how

many eigenvalues lie in a specific sector of the complex plane and to extract

the eigenpairs belonging to that sector. A further application involving matrix

roots arises in the inverse scaling and squaring method for computing the matrix

logarithm [47], [11]. The idea is to compute X = A1/p, where p is chosen to make

the norm of X close enough to one to allow a Padé approximant of log(X) to be

computed. The logarithm of A is then obtained from the identity

logA = p logA1/p.

Problems involving the computation of matrix logarithms appear in association

with linear differential equations governing physical systems [76] as well as in

many areas of engineering and control theory [52].

Among all pth roots it is usually the principal pth root that is of interest.

Definition 2.1.1 Assume that the nonsingular matrix A ∈ Cn×n has eigenvalues

Λ(A) = {λi | i = 1:n} with arg(λi) 6= π for all i. Then the principal pth root of

A, denoted by A1/p ∈ Cn×n, is the matrix satisfying

• (A(1/p))p = A,

• arg(Λ(A1/p) ∈
(
−π
p
, π
p

)
.

In Section 2.2 we take a look at the matrix pth root function and find that in

general not all roots of a matrix A are functions of A. This leads to the classifi-

cation of the solutions of equation (2.1.1) into those expressible as polynomials

in A and those that are not.
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In Section 2.3 we examine Newton’s method for solving the matrix pth root

problem. Hoskins and Walton [40] show that for a positive definite matrix a

specialised version of Newton’s method converges to the unique positive definite

pth root provided the starting approximation is taken to be A or the identity

matrix. We show that for general A this method fails to converge globally and

that, when it does converge, it is usually unstable and thus is of little practical

interest.

In Section 2.4 we present our Schur method for computing pth roots. The

basic step is the calculation of a pth root of a (quasi)triangular matrix, using

entirely real arithmetic if the original matrix is real. We give a rounding error

analysis to show that our algorithm is numerically stable.

2.2 The Matrix pth Root Function

For a given function f and A ∈ Cn×n, Definition 1.3.2 of Gantmacher, defines

f(A) = r(A), where r is a polynomial of minimal degree that interpolates to f

on the spectrum of A, that is,

r(j)(λi) = f (j)(λi), j = 0:ni − 1, i = 1: s,

where A has s distinct eigenvalues λi and ni is the largest Jordan block in which

λi appears. We are particularly interested in the function f(λ) = λ1/p, which is

clearly defined on the spectrum of nonsingular A. However, f(λ) is a multivalued

function, giving a choice of p single valued branches for each eigenvalue λi. As A

has s distinct eigenvalues, we have a total of ps matrices f(A) when all combi-

nations of branches are accounted for. Hence the matrix pth root function is not

uniquely determined until we specify which branch of the pth root function is to

be taken in the neighbourhood of each eigenvalue λi.

We now classify all the pth roots of a nonsingular A ∈ Cn×n. We require the
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following result regarding the pth roots of a Jordan block.

Theorem 2.2.1 For λk 6= 0 the Jordan block,

Jk = Jk (λk) =




λk 1 0

λk 1

. . . . . .

. . . 1

0 λk




∈ Cmk×mk , (2.2.1)

has precisely p upper triangular pth roots

fj(Jk) =




fj(λk) f ′j(λk) · · · f
(mk−1)

j (λk)

(mk−1)!

fj(λk)
. . .

...

. . . f ′j(λk)

0 fj(λk)



, j = 1: p, (2.2.2)

where f(λ) = λ1/p and the subscript j denotes the branch of the pth root function

in the neighbourhood of λk. The p pth roots are functions of Jk.

Proof. The pth root function f(λ) = λ1/p is clearly defined on the spectrum

of the Jordan block (2.2.1). Hence the formula (2.2.2) for the p distinct roots,

fj(Jk), follows directly from Theorem 1.3.3.

We need to show that these p roots are the only upper triangular pth roots of

Jk. Suppose that X = (xα,β) is an upper triangular pth root of Jk. Equating the

(α, α) and (α, α + 1) elements in Xp = Jk gives

xpα,α = λk, 1 ≤ α ≤ mk (2.2.3)

and

xα,α+1

p−1∑

r=0

xp−1−rα,α xrα+1,α+1 = 1, 1 ≤ α ≤ mk − 1. (2.2.4)

If the eigenvalue λk has the polar representation |λk|eiθ, the p pth roots of (2.2.3)

are

xα,α = |λk|1/pei(θ+2πq)/p, q = 0: p− 1.
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Let the α and α + 1 diagonal entries of X be

xα,α = |λk|1/pei(θ+2πq1)/p, xα+1,α+1 = |λk|1/pei(θ+2πq2)/p, q1, q2 ∈ {0, 1, . . . , p− 1}.

The summation in (2.2.4) now becomes

|λk|(p−1)/peiθ(p−1)/p
p−1∑

r=0

ei2πq1(p−1−r)/pei(2πq2)/p

= |λk|(p−1)/peiθ(p−1)/pei2πq1(p−1)/p
p−1∑

r=0

ei2π(q2−q1)r/p.

Equation (2.2.4) implies that the above sum does not equal zero. In turn, this

implies that
∑p−1

r=0 e
i2π(q2−q1)r/p 6= 0. If xα,α and xα+1,α+1 are chosen to have the

same value, q1 = q2, and the summation term becomes

p−1∑

r=0

ei2π(q2−q1)r/p = p.

If instead the diagonal entries are taken to be roots of λk from different branches,

q1 6= q2, and the sum becomes

p−1∑

r=0

ei2π(q2−q1)r/p =
1− ei2π(q2−q1)
1− ei2π(q2−q1)/p = 0.

Hence q1 = q2. It follows that X has a constant diagonal, and since X can be

shown to be uniquely determined by its diagonal elements (see Section. 2.4) the

result follows.

Theorem 2.2.1 shows that all roots of a Jordan block, Jk, with constant di-

agonal entries are functions of Jk and thus, by definition, are polynomials in Jk.

However, not all pth roots of a matrix are necessarily functions of the matrix.

Consider, for example, the involutary matrix

X =

[
1 a

0 −1

]
.

We have X2 = I, but X is clearly not a polynomial in I. Consequently the

identity matrix has square roots that are not functions of the matrix in the sense
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of Definition 1.3.2. To be able to classify all the solutions of the nonsingular

matrix pth root problem we will extend the results of Gantmacher [26, p. 232]

and Higham [34, Theorem 4]. Recall that fj(Jk), j = 1: p, are the p upper

triangular pth roots of the Jordan block Jk defined in Theorem 2.2.1.

Theorem 2.2.2 Let A ∈ Cn×n be nonsingular and have the Jordan canonical

form (1.3.2). All pth roots X of A are given by

X = ZU diag(fj1(J1), fj2(J2), . . . , fjr(Jr))U
−1Z−1,

where jk ∈ {1, 2, . . . , p}, k = 1: r, and U is an arbitrary matrix which commutes

with J .

Proof. See Gantmacher [26, pp. 231, 232].

We need the following result to be able to describe the structure of the matrix

U in Theorem 2.2.2.

Theorem 2.2.3 Let A ∈ Cn×n have the Jordan canonical form (1.3.2). All

solutions of AX = XA are given by

X = ZWZ−1,

where W = (Wij) is a block matrix with Wij ∈ Cmi×mj such that

Wij =





0, λi 6= λj

Tij, λi = λj,

where Tij is an arbitrary Toeplitz matrix which for mi < mj has the form Tij =

[0, Uij ], where Uij is square.

Proof. See [26, pp. 220, 221]

We can now use the result of Theorem 2.2.2 to classify all the pth roots of a

nonsingular matrix A ∈ Cn×n into two groups: those that are polynomials in A

and those that are not.
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Theorem 2.2.4 Let the nonsingular matrix A ∈ Cn×n have the Jordan de-

composition A = ZJZ−1 = Z diag(J1, J2, . . . , Jr)Z
−1 where each Jordan block

Ji ∈ Cmi×mi and m1 +m2 + · · · +mr = n. Let s ≤ r be the number of distinct

eigenvalues of A. A has precisely ps pth roots that are functions of A, given by

Xj = Z diag (fj1(J1), fj2(J2), . . . , fjr(Jr))Z
−1, j = 1: ps, (2.2.5)

corresponding to all possible choices of j1, . . . , jr, jk ∈ {1, 2, . . . , p}, k = 1: r,

subject to the constraint that ji = jk whenever λi = λk.

If s < r, A has pth roots which are not functions of A. These pth roots form

parameterised families

Xj(U) = ZU diag (fj1(J1), fj2(J2), . . . , fjr(Jr))U
−1Z−1, ps + 1 ≤ j ≤ pr,

(2.2.6)

where jk ∈ {1, 2, . . . , p}, k = 1: r, U is an arbitrary nonsingular matrix that

commutes with J, and for each j there exist i and k, depending on j, such that

λi = λk while ji 6= jk.

Proof. From the definition of a matrix function there are precisely ps pth

roots of A that are functions of A. We have, from Lemma 1.3.4,

f(A) = f(ZJZ−1) = Zf(J)Z−1 = Z diag (f(Jk))Z
−1,

and on combining this with Theorem 2.2.1, it follows that (2.2.5) gives the ps pth

roots of A that are functions of A.

The remaining roots, if there are any, cannot be functions of A. By Theorem

2.2.2 they will be given by either (2.2.6) or take the form

ZU diag (fj1(J1), fj2(J2), . . . , fjr(Jr))U
−1Z−1, (2.2.7)

where U is an arbitrary nonsingular matrix that commutes with J and Xj =

Z diag (fj1(J1), fj2(J2), . . . , fjr(Jr))Z
−1 is a pth root of the form (2.2.5), that is,
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whenever λi = λk in (2.2.7) the same branch ji = jk of the pth root function is

taken. For the same branch case we have to show that for every such U ,

ZUFjU
−1Z−1 = ZFjZ

−1, (2.2.8)

where Fj = diag (fj1(J1), fj2(J2), . . . , fjr(Jr)). Equation (2.2.8) is equivalent to

UFj = FjU and so by writing U in block form U = (Uij) to conform with the

block form of J , the result of Theorem 2.2.3 for commuting matrices gives

UFj = FjU ⇐⇒ Uikfjk(Jk) = fji(Ji)Uik,

for λi = λk. Let us assume mi ≥ mk, then from Theorem 2.2.3 we can write

Uik =

[
Yik

0

]
,

where Yik is a square upper triangular Toeplitz matrix. Now, since λi = λk we

have the branch condition ji = jk, which implies fji(Ji) has the form

fji(Ji) =

[
fjk(Jk) ×

0 ×

]
.

Therefore, due to the fact that upper triangular matrices commute,

Uikfjk(Jk) =

[
Yik fjk(Jk)

0

]
=

[
fjk(Jk)Yik

0

]
= fji(Ji)Uik.

A similar argument follows for mi < mk and hence the required commutativity

condition holds.

The essential difference between the roots of A that are functions of A and

those that are not is that for all Jordan blocks corresponding to λi the same

single valued branch of λ
1/p
i is chosen. Theorem 2.2.4 shows that the pth roots

of A which are functions of A are isolated pth roots. In contrast, the pth roots

that are not functions of A form a finite number of parameterised families. Each

family contains infinitely many pth roots sharing the same spectrum.

Note that Theorem 2.2.4 shows that the principal pth root defined in Defini-

tion 2.1.1 is indeed unique.
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Corollary 2.2.5 Every Hermitian positive definite matrix has a unique Hermi-

tian positive definite pth root.

Proof. Immediate from Theorem 2.2.4.

2.2.1 Roots of Singular Matrices

So far we have concentrated on pth roots of nonsingular matrices. We will now

examine the existence of pth roots of singular matrices. Let A ∈ Cn×n be a

singular matrix with the Jordan canonical form

A = Z diag(J1(λ1), . . . , Jq(λq), Jq+1(0), . . . , Jr(0))Z
−1,

where we have assumed without loss of generality that the first q Jordan blocks

correspond to the nonzero eigenvalues of A. The Jordan blocks corresponding to

the zero eigenvalues of A, Jk(0), k = q + 1: r, are of the form

Jk(0) =




0 1 0

0 1

. . . . . .

. . . 1

0 0




∈ Cmk×mk . (2.2.9)

It is easily seen that Jk(0) is nilpotent with index of nilpotency mk, that is,

Jk(0)
mk = 0. In order to consider the Jordan blocks of A that correspond to zero

and nonzero eigenvalues separately we will partition A in such a way that

A = Z diag(JA1 , JA2)Z
−1,

where JA1 = diag(J1(λ1), . . . , Jq(λq)) and JA2 = diag(Jq+1(0), . . . , Jr(0)). From

the result of Lemma 1.3.5 we have f(A) = Z diag(f(JA1), f(JA2))Z
−1. Hence, any

X ∈ Cn×n such thatXP = A has the block diagonal formX = Z diag(XA1 , XA2)Z
−1,
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where

Xp
A1

= JA1 , (2.2.10)

Xp
A2

= JA2 . (2.2.11)

The results of the preceding section apply to the nonsingular pth root problem

(2.2.10). It remains to examine the existence of solutions to (2.2.11). If JA2 does

have pth roots then so does A. Note that the nilpotent matrix JA2 has order of

nilpotency µ = max(mq+1, . . . ,mr), implying that Xpµ
A2

= 0.

A condition for existence of matrix square roots in terms of the null spaces

of the powers of Ai, i = 0, 1, 2, . . . , is presented by Cross and Lancaster [14] and

extended to the pth root problem by Psarrakos [70]. The results are given in

terms of the ascent sequence.

Definition 2.2.6 The ascent sequence of A is the sequence d1, d2, . . . , where

di = dim(null(Ai))− dim(null(Ai−1)).

Theorem 2.2.7 [70, Theorem 3.2] The matrix A ∈ Cn×n has a pth root if and

only if for every integer ν ≥ 0, the ascent sequence of A has no more than one

element strictly between pν and p(ν + 1).

As an example let us consider the problem of finding pth roots of the Jordan

block (2.2.9). The rank of Jk(0)
i is given by

rank(Jk(0)
i) = mk − i,

and so by (1.2.5)

dim(null(Jk(0)
i)) = mk − rank(Jk(0)

i),

= i.
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Hence an mk×mk Jordan block corresponding to a zero eigenvalue has the ascent

sequence

{di} = {1, 1, . . . , 1︸ ︷︷ ︸
mk

, 0, 0, . . .}.

Given ν = 0 and p ≥ 2, the interval between pν and p(ν + 1) is given by (0, p).

It is therefore clear that the ascent sequence di contains more than one element

belonging to (0, p), namely the mk 1’s. In conclusion, a Jordan block Jk(0) ∈

Rmk×mk has no pth roots.

As a second example let us investigate whether the rank 2 matrix

A =




4 1 0

0 4 0

0 0 0




has a square root. For all i ≥ 1, rank(Ai) = 2 and so dim(null(Ai)) = 3− 2 = 1.

This gives the ascent sequence as

{di} = {1, 0, 0, . . .},

which is easily seen to have no more than one element belonging to the interval

(ν, 2ν + 2), for ν ≥ 0. Hence the singular matrix A has a square root. Applying

the result of Theorem 2.2.1 to the nonsingular block of A, a square root X of A

is found to be

X =




2 1/2 0

0 2 0

0 0 0


 .

Note that Theorem 2.2.7 holds for nonsingular A because its ascent sequence

is the zero sequence. In fact for A ∈ Cn×n with at least n−1 nonzero eigenvalues,

A always has a pth root.
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2.3 Newton’s Method for the Matrix pth Root

For a general function F :Cn×n → Cn×n, Newton’s method for the solution of

F (X) = 0 (see [20, p. 86], [63, p. 133]) is

Xk+1 = Xk − F ′(Xk)
−1F (Xk), k = 0, 1, 2, . . . ,

where X0 is given and F ′ is the Fréchet derivative of F .

Newton’s method has been used to compute matrix square roots of A ∈ Cn×n

by Higham [33]. The more general problem of determining a positive definite pth

root of a positive definite matrix is discussed by Hoskins and Walton [40]. Here,

for nonsingular A ∈ Cn×n, we need to solve

F (X) ≡ Xp − A = 0. (2.3.1)

Consider the Taylor series for F about X,

F (X +H) = F (X) + F ′(X)H +O(H2). (2.3.2)

From the definition of the matrix pth root (2.3.1) we have

F (X +H) = (X +H)p − A

= F (X) + (Xp−1H +Xp−2HX +Xp−3HX2

+ · · ·+XHXp−2 +HXp−1) +O(H2),

and by comparing terms with the Taylor series (2.3.2), we see that

F ′(X)H = Xp−1H +Xp−2HX + · · ·+XHXp−2 +HXp−1.

Thus, we may write Newton’s method for the matrix pth root as, given X0,

solve Xp−1
k Hk +Xp−2

k HkXk + · · ·+HkX
p−1
k = A−Xk

p

Xk+1 = Xk +Hk



 k = 0, 1, 2, . . . .

(2.3.3)
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The standard local convergence theorem for Newton’s method [20, p. 90] tells us

that, provided ‖X−X0‖ is sufficiently small and the linear transformation F ′(X)

is nonsingular, the Newton iteration (2.3.3) converges quadratically to a pth root

X of A.

Newton’s method requires us to solve the equation for Hk in (2.3.3). For p > 2

this can be done with the aid of the vec operator, Definition 1.2.1, together with

the Kronecker product, Definition 1.2.2. Applying the vec operator to (2.3.3) and

using result of Lemma 1.2.3, we obtain

(
(I ⊗Xp−1) + (XT ⊗Xp−2) + · · ·+ ((Xp−1)T ⊗ I)

)
vec(H) = vec(A−Xp).

(2.3.4)

The linear system (2.3.4) can be solved using any standard method, provided the

coefficient matrix is nonsingular. However, (2.3.4) is an n2 × n2 linear system

which makes both storage and computation expensive. A reasonable assumption

(which will be justified in Theorem 2.3.1) to reduce the cost of solving (2.3.3) is

that the commutativity relation

X0H0 = H0X0

holds. Then, for example, (2.3.3) may be written as

solve pXk
p−1Hk = pHkXk

p−1 = A−Xk
p

Xk+1 = Xk +Hk



 k = 0, 1, 2, . . . .

Hence, from the Newton iteration (2.3.3), we can obtain the two simplified iter-

ations

Yk+1 =
1

p
((p− 1)Yk + AY 1−p

k ) (2.3.5)

and

Zk+1 =
1

p
((p− 1)Zk + Z1−p

k A), (2.3.6)

provided that Yk and Zk are nonsingular.
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2.3.1 Convergence of Newton’s Method

In this section we look at the convergence of Newton’s method for the matrix pth

root. Let us consider the relationship between the Newton iteration (2.3.3) and

the simplified iterations (2.3.5) and (2.3.6). Note that the Newton iterates are

well defined if and only if, for each k, equation (2.3.3) has a unique solution, that

is, the Fréchet derivative, F ′(Xk), is nonsingular.

Theorem 2.3.1 Consider the iterations (2.3.3), (2.3.5) and (2.3.6). Suppose X0 =

Y0 = Z0 commutes with A and that all the Newton iterates Xk are well-defined.

Then

1. Xk commutes with A for all k,

2. Xk = Yk = Zk for all k.

Proof. We prove parts 1 and 2 by induction. The case k = 0 is given.

Assume the result holds for k. Then Xk and F
′(Xk) are both nonsingular and we

can define

Gk =
1

p

(
AX1−p

k −Xk

)
.

Using XkA = AXk we have, from (2.3.3),

F ′(Xk)Gk = A−Xp
k = F ′(Xk)Hk.

Thus Gk = Hk and so, from Xk+1 = Xk +Hk,

Xk+1 = Xk +Gk =
1

p

(
(p− 1)Xk + AX1−p

k

)
, (2.3.7)

which commutes with A. It follows easily from equation (2.3.7) that Xk+1 =

Yk+1 = Zk+1.

Hence the Newton iteration (2.3.3) and its off-shoots (2.3.5), (2.3.6) give the

same sequence of iterates provided that the initial approximation X0 = Y0 = Z0
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commutes with A and both Xk and F ′(Xk) are nonsingular at each stage. The

convergence of this sequence is now examined, concentrating on iteration (2.3.5)

for convenience.

Assume that A is diagonalisable. Then there exists a nonsingular matrix W

such that

W−1AW = Λ = diag(λ1, λ2, . . . , λn), (2.3.8)

where λ1, . . . , λn are the eigenvalues of A. We are now in a position to diagonalise

the iteration. If we define

Dk = W−1YkW, (2.3.9)

then, from (2.3.5), we have

Dk+1 =
1

p

(
(p− 1)Dk + ΛDk

1−p
)
. (2.3.10)

If the starting matrix D0 is diagonal, all successive iterates Dk are also diagonal,

and we can analyse the convergence of the diagonalised iterates

Dk = diag(di
(k)).

The iteration (2.3.10) becomes

di
(k+1) =

1

p

(
(p− 1)di

(k) +
λi

(di
(k))(p−1)

)
, i = 1:n,

that is, n-uncoupled scalar Newton iterations for the pth root of λi. Therefore it

suffices to consider the scalar Newton iteration

xk+1 =
1

p

(
(p− 1)xk +

a

xp−1k

)
(2.3.11)

for the pth root of a.

For the square root case (p = 2), we have the relation [30, p. 84],

xk+1 ±
√
a =

(
xk ±

√
a
)2
/(2xk), (2.3.12)

which is used by Higham in the proof of the following theorem.



CHAPTER 2. MATRIX ROOTS: THEORY AND COMPUTATION 51

Theorem 2.3.2 [33, Theorem 2] Let A ∈ Cn×n be nonsingular and diagonalis-

able, and suppose that none of A′s eigenvalues is real and negative. Let

Y0 = mI, m > 0.

Then, provided the iterates {Yk} in (2.3.5) (p = 2) are defined,

lim
k→∞

Yk = X

and

‖Yk+1 −X‖ ≤
1

2
‖Y −1k ‖‖Yk −X‖2,

where X is the unique square root of A for which every eigenvalue has positive

real part.

Proof. From the relations of (2.3.12), we have

xk+1 −
√
a

xk+1 +
√
a
=

(
x0 −

√
a

x0 +
√
a

)2k+1

≡ γ2
k+1

. (2.3.13)

If we have a 6= 0 and arg(a) 6= π,
√
a can be chosen to have positive real part.

Clearly for real x0 > 0 we have |γ| < 1 and hence for the specified form of a and

x0 we have from (2.3.13), provided that the sequence {xk} is defined,

lim
k→∞

xk =
√
a, Re

√
a > 0.

The eigenvalues λi and the starting values d
(0)
i = m > 0 are of the form of a and

z0, respectively, so we have

lim
k→∞

Dk = Λ1/2 = diag(λ
1/2
i ), Reλ

1/2
i > 0,

and thus

lim
k→∞

Yk = WΛ1/2W−1 = X.

Providing that the sequence of iterates {Yk} are defined then we have a square

root of A whose eigenvalues have positive real part. The uniqueness of X follows

from Theorem 2.2.4.
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Finally, using the relation of (2.3.12),

Dk+1 − Λ1/2 =
1

2
D−1k

(
Dk − Λ1/2

)2
,

which on transforming by W and taking norms gives

‖Yk+1 −X‖ ≤
1

2
‖Y −1k ‖‖Yk −X‖2,

the desired result.

Theorem 2.3.2 shows that the Newton iterations (2.3.3), (2.3.5), and (2.3.6)

for the matrix square root of A converge quadratically to a square root X of A.

From Theorem 2.2.4 it is clear that the computed square root is a function of A.

In particular, for a suitable choice of starting value (e.g., X0 = I), the Newton

iteration converges quadratically to the principal square root of the matrix A.

However, for p > 2 Newton’s method does not converge in general [75].

Unfortunately, the scalar iterations of (2.3.11) exhibit fractal behaviour which

leads to the existence of regions where iterates converge to fixed points or cycles

of the function that are not the required roots. The problem is in knowing the

starting values that will cause the Newton iteration to converge to a particular

root. The solution is easy in the case of the square root, but higher order roots

present considerable difficulty. A number of people have studied the dynamics of

Newton’s method applied to a one-parameter family of polynomials and with the

help of numerical experiments and the classical theory of Julia [44] and Fatou [23]

(see [69]) were able to describe the behaviour of the iterates; see, for example,

Curry et al. [15] and Vrscay [84].

To examine the behaviour of the Newton iteration (2.3.11), with a = 1, we

used MATLAB with a square grid of 160,000 points to generate plots of the

attractive basins (the set of points where the iteration converges to a particular

root) and their boundary points (the boundary of a basin, Bi, is all points in

whose neighbourhood, no matter how small, there are points both in Bi and
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Figure 2.3.1: Fractal behaviour of Newton’s iteration (2.3.11) for the solution of
xp − 1 = 0.

outside Bi) of the iterates, {xk}. Each grid point was used as a starting value,

x0, and then shaded grey depending on which root of unity it converged to. Thus

the attractive basin associated with each root is assigned a particular shade of

grey. The pictures for p = 2, 3, 4, and 5 are shown in Figure 2.3.1.

The plot of the square root case shows that points in the right half plane are

iterated to the positive square root of unity and points in the left half plane to

−1. The boundary of these two regions is the imaginary axis, which constitutes

the set of initial points for which the Newton iteration fails, since points lying on
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the imaginary axis iterate to points that are themselves purely imaginary. The

plot of the square root case is consistent with the result of Theorem 2.3.2.

For p > 2 the Newton iterates do not have simple boundaries segmenting

their attractive basins. Instead of the plane being bounded into p sectors each

2π/p wide, the basins of attraction are bounded by petal type structures. The

petals result from the fact that the boundary points of one basin of attraction

are actually the boundary points of all the basins. These shared boundary points

form a set known as the Julia set. Thus iterations that have more than 2 roots

cannot have basin boundaries that are simple connected line segments, and so

for p > 2, the boundaries of the attractive basins are fractals consisting of totally

disconnected point sets. But how do we choose x0 to achieve convergence to a

desired root? We are interested in finding the principal root, so it is natural to

start the iteration at a point within the wedge bounded by arg = (−π/p′, π/p′) ,

with p′ > p. The problem is that we do not know the value of p′ due to the size of

the Julia set. However, we can see that for any point lying on the nonnegative real

axis, Newton’s iteration (2.3.11) will converge to the principal pth root. Hence,

for a positive definite matrix, A, the Newton iterations (2.3.3), (2.3.5), and (2.3.6)

converge to the unique positive definite pth root of A provided that the starting

matrix is itself positive definite [40].

2.3.2 Stability Analysis

We now consider the stability of Newton’s method (2.3.3) and the two variants

(2.3.5) and (2.3.6). It is known that Newton’s method converges quadratically

if started sufficiently close to a solution and, under reasonable assumptions, any

errors arising due to floating point arithmetic are damped out in succeeding it-

erates [81]. But how do perturbations affect the behaviour of Newton’s method

with commutativity assumptions? We will examine iteration (2.3.5) under the
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assumptions that the iteration converges in exact arithmetic (e.g., pth root of

positive definite A) and A is diagonalisable. Let Ŷk denote the kth computed

iterate and define

∆k = Ŷk − Yk.

We make no assumption on the form of ∆k, since it is intended to model general

errors, including rounding errors. Our aim is to analyse how the perturbation ∆k

propagates, so we assume Ŷk+1 is computed exactly from Ŷk, to give

Ŷk+1 =
1

p

(
(p− 1)Ŷk + AŶ 1−p

k

)

=
1

p

(
(p− 1)[∆k + Yk] + A[∆k + Yk]

1−p
)
. (2.3.14)

We need the perturbation result [78, p. 188]

(A+ E)−1 = A−1 − A−1EA−1 +O(‖E‖2),

which on taking to the pth power

(A+ E)1−p = A1−p −
p−1∑

r=1

Ar−pEA−r +O(‖E‖2).

Equation (2.3.14) becomes

Ŷk+1 =
1

p

(
(p− 1)[Yk +∆k] + A

[
Y 1−p
k −

p−1∑

r=1

Y r−p
k ∆kY

−r
k

])
+O(‖∆k‖2).

(2.3.15)

On subtracting (2.3.5) from (2.3.15) we have

∆k+1 =
1

p

(
(p− 1)∆k − A

p−1∑

r=1

Y r−p
k ∆kY

−r
k

)
+O(‖∆k‖2). (2.3.16)

Using the notation of (2.3.8) and (2.3.9), let

∆̂k =W−1∆kW

and transform (2.3.16) to get

∆̂k+1 =
1

p

(
(p− 1)∆̂k − Λ

p−1∑

r=1

Dr−p
k ∆̂kD

−r
k

)
+O(‖∆k‖2). (2.3.17)
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As before if we let Dk = diag(d
(k)
i ) and write ∆̂k = (δ̂

(k)
ij ), we can express equation

(2.3.17) elementwise as

δ̂
(k+1)
ij =

1

p


(p− 1)δ̂

(k)
ij − λi

p−1∑

r=1

δ̂
(k)
ij(

d
(k)
i

)p−r (
d
(k)
j

)r


+O(‖∆k‖2)

= π
(k)
ij δ̂

(k)
ij +O(‖∆k‖2), i, j = 1:n,

where

π
(k)
ij =

1

p


(p− 1)− λi

p−1∑

r=1

1
(
d
(k)
i

)p−r (
d
(k)
j

)r


 .

Since we have assumed that Dk converges to Λ1/p, we can write

d
(k)
i = λ

1/p
i + ε

(k)
i ,

where ε
(k)
i → 0 as k →∞. Then

π
(k)
ij =

1

p

(
(p− 1)− λi

p−1∑

r=1

1

λ
(p−r)/p
i λ

r/p
j

)
+O(|ε(k)|)

=
1

p

(
(p− 1)−

p−1∑

r=1

(
λi
λj

)r/p)
+O(|ε(k)|),

where ε(k) = maxi|ε(k)i |.

For numerical stability of the iteration we require that the error amplification

factors π
(k)
ij do not exceed 1 in modulus. That is, we require

1

p

∣∣∣∣∣(p− 1)−
p−1∑

r=1

(
λi
λj

)r/p∣∣∣∣∣ ≤ 1, i, j = 1:n. (2.3.18)

This is a very severe restriction on the matrix A and makes the simplified Newton

iteration of little practical use for calculating matrix pth roots. For example, if

we wished to compute the square root (p = 2) of an Hermitian positive definite

A, (2.3.18) is equivalent to

κ2(A) ≤ 9,
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where the condition number κ2(A) = ‖A‖2‖A−1‖2. This result was first noted

by Laasonen [50] and proved by Higham [33]. For the cube root of a Hermitian

positive definite A, (2.3.18) requires that

κ2(A)
1/3 + κ2(A)

2/3 ≤ 5.

On solving this quadratic equation, we find that the condition for stability is

κ2(A) ≤ 5.74. (2.3.19)

Clearly as we seek higher order roots the condition for numerical stability becomes

more restrictive.

The analysis shows that, depending on the eigenvalues of A, a small per-

turbation ∆k in Yk may cause perturbations of increasing norm in the iterates,

resulting in the sequence Ŷk diverging from the true sequence Yk. The loss of

stability of the simplified Newton’s method is due to the unstable propagation

of rounding errors, resulting in a loss of commutativity in the iterates. Hence in

simplifying Newton’s method, (2.3.3), to obtain the iterations (2.3.5) and (2.3.6),

we generally lose the numerical stability of the method.

2.4 The Schur Method

The Newton iterations for computing matrix pth roots considered in Section 2.3

were shown to be of little practical interest due to poor convergence and stability

properties. We will overcome these disadvantages by applying a generalisation of

the direct methods for computing matrix square roots proposed by Björck and

Hammarling [6] and Higham [34]. Björck and Hammarling [6], offer a method

based on the Schur decomposition and a fast recursion. However, if A is real

this method may require complex arithmetic even if the desired root is itself real.

The method of [6] was extended by Higham [34] to compute a real square root
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of a real matrix using real arithmetic. We will use this technique to derive an

algorithm for computing a matrix pth root that uses only real arithmetic if the

given matrix is itself real.

To find a pth root X of A ∈ Rn×n we first form the real Schur decomposition

of A, Theorem 1.2.5,

A = QTQT ,

where T is upper quasitriangular, each block Tii is either 1 × 1 or 2 × 2 with

complex conjugate eigenvalues, and Q is real orthogonal. We then find a pth root

U of the upper quasitriangular matrix T, so that

Up = T. (2.4.1)

Finally a pth root X of A is given by

X = QUQT .

Let R(q), q = 1: p− 2, be matrices with the same upper quasitriangular struc-

ture as T such that

R(p−2) = Up−1 ⇒ UR(p−2) = T,

R(p−3) = Up−2 ⇒ UR(p−3) = R(p−2),

...
...

...

R(2) = U 3 ⇒ UR(2) = R(3),

R(1) = U 2 ⇒ UR(1) = R(2)

R(0) = U ⇒ UR(0) = R(1).

(2.4.2)

Equating (i, j) blocks in the equation UR(p−2) = T we see that, for i < j,

Tij =

j∑

k=i

UikR
(p−2)
kj = UiiR

(p−2)
ij + UijR

(p−2)
jj +

j−1∑

k=i+1

UikR
(p−2)
kj . (2.4.3)

Similarly for the blocks of the matrices R(q), q = 1: p− 2, in (2.4.2),

R
(q)
ij = UiiR

(q−1)
ij + UijR

(q−1)
jj +

j−1∑

k=i+1

UikR
(q−1)
kj , where i < j. (2.4.4)
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We are looking to rearrange the expressions of (2.4.3) and (2.4.4) in such a way

that we can calculate the blocks of the matrices U and R(q), q = 1: p − 2, along

one superdiagonal at a time. This can be achieved by first solving the equations

(2.4.1) and (2.4.2) along the lead diagonal, to give

Uii = T
(1/p)
ii , R

(1)
ii = U 2

ii, . . . , R
(p−2)
ii = Up−1

ii , 1 ≤ i ≤ m.

By substituting the expression (2.4.4) for R
(q−1)
ij into that of R

(q)
ij , q = 1: p−2, we

are able to find the remaining blocks of the quasitriangular matrices by moving

upwards along the superdiagonals in the order specified by j− i = 1, 2, . . . ,m−1.

The required form is given in the following lemma.

Lemma 2.4.1 The matrices of equation (2.4.4) can be expressed as

R
(q)
ij =

q∑

h=0

U q−h
ii UijU

h
jj +

q−1∑

m=0

U q−1−m
ii B

(m)
ij ,

where

B
(m)
ij =

j−1∑

k=i+1

UikR
(m)
kj .

Proof. The proof is by induction. From equation (2.4.4) it is clear that the

result holds for q = 1. Assume that it holds for the first q − 1 matrices. Then

R
(q)
ij = UiiR

(q−1)
ij + UijR

(q−1)
jj +

j−1∑

k=i+1

UikR
(q−1)
kj

= Uii

(
q−1∑

h=0

U q−1−h
ii UijU

h
jj +

q−2∑

m=0

U q−2−m
ii B

(m)
ij

)
+ UijR

(q−1)
jj +B

(q−1)
ij

=

q∑

h=0

U q−h
ii UijU

h
jj +

q−1∑

m=0

U q−1−m
ii B

(m)
ij ,

since R
(q−1)
jj = U q

jj.

Corollary 2.4.2 The equation (2.4.3), for Tij, i < j, can be expressed as

Tij =

p−1∑

h=0

Up−1−h
ii UijU

h
jj +

p−2∑

m=0

Up−2−m
ii B

(m)
ij .
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Proof. Substitute the expression for R
(p−2)
ij from Lemma 2.4.1 into (2.4.3)

and collect terms.

We are now in the position to form the matrix pth root U of T . We have

Uii = T
(1/p)
ii , R

(1)
ii = U 2

ii, . . . , R
(p−2)
ii = Up−1

ii , 1 ≤ i ≤ m, (2.4.5)

then for j − i = 1:m− 1, we can form

Tij =

p−1∑

h=0

Up−1−h
ii UijU

h
jj +

p−2∑

m=0

Up−2−m
ii B

(m)
ij , i < j, (2.4.6)

and

R
(q)
ij =

q∑

h=0

U q−h
ii UijU

h
jj +

q−1∑

m=0

U q−1−m
ii B

(m)
ij , q = 1: p− 2, i < j. (2.4.7)

Equation (2.4.6) needs to be solved for the blocks Uij of U along one superdiagonal

at a time by using only previously computed elements.

Algorithm 2.4.3 Given an upper quasitriangular T ∈ Rn×n this algorithm com-

putes a pth root U of the same structure.

Compute Uii and R
(q)
ii , q = 1: p− 2, using (2.4.5)

for k = 1:n− 1

for i = 1:n− k

Solve for Ui,i+k in (2.4.6)

for q = 1: p− 2

Compute R
(q)
i,i+k from (2.4.7)

end

end

end

We can see from the equations (2.4.5), (2.4.6) and (2.4.7) that the matrix pth

root U of T is real if and only if each of the blocks Uii is real.
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We can compute the principal pth root, U of T, from Algorithm 2.4.3 provided

that each Uii is the principal pth root of the 1×1 or 2×2 matrix Tii. The desired

pth roots of a 2 × 2 matrix can be computed by an extension of the method of

Higham [34, Lemma 2].

Let Tii ∈ R2×2 have complex conjugate eigenvalues λ, λ = θ ± iµ, and let

W−1TiiW = diag(λ, λ) = θI + iµK,

where

K =

[
1 0

0 −1

]
.

This gives us

Tii = θI + µZ, (2.4.8)

where Z = iWKW−1. Since θ and µ are real, it follows that Z ∈ R2×2.

Let α+ iβ be a pth root of θ+ iµ. A pth root of Tii is given by Uii = WDW−1,

where

D =

[
α + iβ 0

0 α− iβ

]

or, alternatively,

D = αI + iβK.

Hence

Uii = αI + βZ (2.4.9)

is a real pth root of Tii whose complex conjugate eigenvalues α ± iβ are the pth

roots of the eigenvalues θ ± iµ of Tii.

We now need to compute θ and µ, where λ = θ + iµ is an eigenvalue of

Tii =

[
t11 t12

t21 t22

]
.

The eigenvalue λ is given by

λ =
1

2

(
(t11 + t22) + i

√
− (t11 − t22)2 − 4t12t21

)
,
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that is,

θ =
1

2
(t11 + t22) and µ =

1

2

√
− (t11 − t22)2 − 4t12t21.

The next stage requires us to obtain α and β such that (α + iβ)p = θ + iµ.

In working out the values α and β it is appropriate to represent λ by its polar

coordinates. Namely,

(α + iβ)p = r (cosφ+ i sinφ) = reiφ,

where r =
√
θ2 + µ2 and φ = arctan (µ/θ). α and β are now easily computed

from

α = r(1/p) cos
φ

p
, β = r(1/p) sin

φ

p
.

Finally, the real pth root of Tii is obtained from (2.4.8) and (2.4.9):

Uii = αI + βZ

= αI +
β

µ
(Tii − θI)

=

[
α + β

2µ
(t11 − t22) β

µ
t12

β
µ
t21 α− β

2µ
(t11 − t22)

]
.

In Algorithm 2.4.3 we need to solve equation (2.4.6), which can be rewritten

as
p−1∑

h=0

Up−1−h
ii UijU

h
jj = Tij −

p−2∑

m=0

Up−2−m
ii B

(m)
ij , i < j.

Taking the vec of both sides gives
(
p−1∑

h=0

(
Ujj

hT ⊗ Uiip−1−h
))

vec (Uij) = vec

(
Tij −

p−2∑

m=0

Up−2−m
ii B

(m)
ij

)
. (2.4.10)

If Uii is of order y and Ujj is of order z, the linear system (2.4.10) is of order

yz = 1, 2 or 4 and may be solved using any standard method, provided the

coefficient matrix is nonsingular.

Theorem 2.4.4 If A ∈ Cn×n and B ∈ Cm×m are nonsingular, then the matrix

Y =

p−1∑

k=0

(
BkT ⊗ Ap−1−k

)
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is nonsingular, provided that A and ei2πq/pB, q = 1: p− 1, have no eigenvalues in

common.

Proof. Let λ be an eigenvalue of A with corresponding eigenvector u, and

let µ be an eigenvalue of BT with corresponding eigenvector v. For compatible

matrices A,B,C,D, we have (A⊗B) (C ⊗D) = AC ⊗BD. Thus

Y (v ⊗ u) =
p−1∑

k=0

(
BkTv ⊗ Ap−1−ku

)

=

p−1∑

k=0

(
µkλp−1−k

)
(v ⊗ u) .

The matrix Y has eigenvector v⊗u with associated eigenvalue ψ =
∑p−1

k=0 µ
kλp−1−k.

For Y nonsingular we require ψ 6= 0. Clearly for λ = µ we have ψ = pλp−1, which

is nonzero since A and B are nonsingular. If λ 6= µ, then

ψ =
λn − µn
λ− µ ,

which is nonzero when λn 6= µn, i.e. λ 6= ei2πq/pµ, q = 1: p− 1.

It is easy to show that all eigenvalues of Y are of the form ψ.

Therefore, when solving (2.4.10) we can guarantee the coefficient matrix to be

nonsingular by choosing the eigenvalues of Uii and Ujj to lie in the same wedge

whenever Tii and Tjj have eigenvalues in common. As we are usually interested

in calculating a root of T that is itself a function of T the above condition will

always be satisfied.

The Schur decomposition can be calculated by numerically stable techniques

at a cost of 25n3 flops. The computation of U as described above requires p2n3/6

flops and the formation of X = QUQT requires 3n3 flops. The calculation of U

by Algorithm 2.4.3 requires the formation of p − 2 intermediate matrices, so for

large p the method can be expensive in both computation and storage. However,

by finding the prime factors of p we can form the pth root U by repeatedly
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Figure 2.4.1: Operation count associated with computing a pth root of a qu-
asitriangular matrix by the Schur method when exploiting the factorisation of
p.

applying Algorithm 2.4.3 over the factors of p. Hence, for highly composite p,

we can make considerable computational savings; see Figure 2.4. For example,

if we were computing the 8th root X of A directly the recurrence would cost

82n3/6 = 32n3/3 flops, whereas if we exploit the prime factorisation 8 = 23,

and take 3 successive square roots of A, the computational cost is reduced to

3(22n3/6) = 2n3 flops.

The ability of Algorithm (2.4.3) to compute a real pth root of A ∈ Rn×n

depends on p and the eigenvalues of A. Given a matrix A containing real negative

eigenvalues, we can find a real odd root of A that is a function of A by using

real arithmetic but this root will not be the principal pth root as it will have

eigenvalues lying in the left-half plane. For even p, a real pth root X cannot be

computed in real arithmetic since X is real if and only if Uii is real for each i.

We now specialise the real Schur method to A ∈ Cn×n.
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Let A ∈ Cn×n have the Schur decomposition, Theorem 1.2.4, Q∗AQ = T . We

need to find a pth root of the strictly upper triangular matrix T. The matrices of

(2.4.2) will also be upper triangular, making the equations (2.4.5)—(2.4.7) scalar.

This gives us the following recursive formulae for finding a pth root of an upper

triangular matrix T.

uii = t
1/p
ii , r

(1)
ii = u2ii, . . . , r

(p−2)
ii = up−1ii . (2.4.11)

uij =
tij −

∑p−2
m=0 u

p−2−m
ii b

(m)
ij∑p−1

h=0 u
p−1−h
ii uhjj

r
(q)
ij = uij

∑q
h=0 u

q−h
ii uhjj +

∑q−1
m=0 u

q−1−m
ii b

(m)
ij , q = 1: p− 2





i < j, (2.4.12)

where b
(m)
ij =

∑j−1
k=i+1 uikr

(m)
kj . Starting with the leading diagonal, we are able to

form the elements of U and R(q) one superdiagonal at a time, as (2.4.12) uses

only previously calculated elements.

2.4.1 Stability of the Schur Method

We consider the numerical stability of the Schur method by examining the round-

ing error associated with the scalar equations (2.4.11) and (2.4.12). We work with

the standard model of floating point arithmetic presented in Subsection 1.2.5.

Computed quantities are denoted with a hat. Let Û be the computed upper tri-

angular matrix given by equations (2.4.11) and (2.4.12) and define the residual

E by

Ûp = T + E.

For the elements of our intermediary matrices, R(q), q = 1: p− 2, we will define

|ε(q)ij | = |r
(q)
ij − fl(r

(q)
ij )|, q = 1: p− 2.

For q = 1, equation (2.4.12) becomes

r
(1)
ij = uijuii + uijujj +

j−1∑

k=i+1

uikukj.
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which gives

|ε(1)ij | ≤ γn

(
|ûij||ûii|+ |ûij||ûjj|+

j−1∑

k=i+1

|ûik||ûkj|
)
,

= γn

j∑

k=i

|ûik||ûkj| = γn|Û |2ij. (2.4.13)

Equation (2.4.12) for q = 2 is

r
(2)
ij = uiju

2
ii + uijuiiujj + uiju

2
jj + uii

j−1∑

k=i+1

uikukj +

j−1∑

k=i+1

uikr
(1)
kj .

which yields

|ε(2)ij | ≤ γn

(
|ûij||ûjj|2 + |ûii|

j∑

k=i

|ûik||ûkj|+
j−1∑

k=i+1

|ûik||r̂(1)kj |
)

= γn

(
|ûij||Û |2jj + |ûii||Û |2ij +

j−1∑

k=i+1

|ûik||r̂(1)kj |
)
. (2.4.14)

By applying the bound of (2.4.13) in (2.4.14) we have

|ε(2)ij | ≤ γ2n

(
|ûij||Û |2jj + |ûii||Û |2ij +

j−1∑

k=i+1

|ûik||Û |2kj

)

= γ2n

(
j∑

k=i

|ûik||Û |2kj

)
= γ2n|Û |3ij. (2.4.15)

The bounds of (2.4.13) and (2.4.15) are then then used in forming a bound for

|ε(3)ij |. Continuing in this vein for |ε(q)ij |, q = 3: p− 2, we obtain

|ε(q)ij | ≤ γqn|Û |(q+1)
ij , q = 1: p− 2. (2.4.16)

We are now in position to examine the rounding errors involved in computing

the elements uij from (2.4.12). If E = (eij), then

|eij| = |uij − fl(uij)|,

giving

|eij| ≤ γpn

(
|ûij||r̂(p−2)ii |+ |r̂(p−3)ii |

j∑

k=i+1

|ûik||ûkj|

+|r̂(p−4)ii |
j∑

k=i+1

|ûik||r̂(1)kj |+ · · ·+
j∑

k=i+1

|ûik||r̂(p−2)kj |
)
. (2.4.17)
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Applying the results of (2.4.16) to (2.4.17) we have

|eij| ≤ γpn

(
|ûij|(1 + γ2)|ûii||r̂(p−3)ii |+ |r̂(p−3)ii |

j∑

k=i+1

|ûik||ûkj|

+|r̂(p−4)ii |
j∑

k=i+1

|ûik||r̂(1)kj |+ · · ·+
j∑

k=i+1

|ûik||r̂(p−2)kj |
)

≤ γpn

(
|r̂(p−3)ii |‖Û |2ij + |r̂

(p−4)
ii |

j∑

k=i+1

|ûik||r̂(1)kj |+ · · ·+
j∑

k=i+1

|ûik||r̂(p−2)kj |
)
,

(2.4.18)

since |r̂(p−2)ii − ûiir̂
(p−3)
ii | ≤ γ2|ûii||r̂(p−3)ii |. Finally, repeated use of (2.4.16) in

(2.4.18), as shown above, renders the bound

|eij| ≤ γ̃pn|Û |pij,

that is

|E| ≤ c p n u |Û |p. (2.4.19)

The stability of the Schur method for computing a matrix pth root U of T

corresponds to the residual of Û being small relative to T . Hence by considering

β(U) =
‖U‖pF
‖T‖F

≥ 1,

we can see that the Schur method is stable provided β(U) is sufficiently small. An

analogous result can be found for the backward error of the real Schur algorithm.

Furthermore, since unitary transformations preserve the Frobenius norm we have

β(U) = β(X), where

β(X) =
‖X‖pF
‖A‖F

.

This generalises the analysis of [6] and [34] for computing a matrix square root to

the problem of the matrix pth root. Note that for normal A we have β(X)2 = 1.

If we let X be the exact pth root of A and X̂ be the matrix X rounded to

working precision we see that X̂ satisfies a bound that is essentially the same as
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(2.4.19). Hence the bound (2.4.19) is as good an approximation as we can expect

for computing the matrix pth root when working in finite precision arithmetic.

However, there exists matrices for which β(X) can be large, signalling that the

problem in calculating root X is inherently unstable. For this reason it is wise to

return the value β whenever implementing Algorithm 2.4.3.

2.5 Conditioning of a pth Root

We will briefly discuss the conditioning of the matrix pth root function. To

be able to derive a condition number for matrix pth roots, let us first consider

the conditioning of the matrix power function f(X) = Xp. As was shown in

Subsection 1.3.2 the condition number of a matrix function is given by

cond(A) =
‖L(X, ·)‖F
‖f(X)‖F

,

where L(X,E) is the Fréchet derivative of f at X in the direction E and is defined

by the limit of the finite difference

lim
δ→0

f(X + δE)− f(X)

δ
.

Hence by finding an expression for the Fréchet derivative of f we are able to

examine the conditioning of the function f evaluated at the matrix argument X.

The Fréchet derivative of the matrix power function in the direction E is given

by

Lp(X,E) = Xp−1E +Xp−2EX + · · ·+XEXp−2 + EXp−1,

where the subscript p denotes the powering function. We are now able to relate

the conditioning of f(X) = Xp to the conditioning of the pth root function

f(A) = A1/p ≡ X via a result of Kenney and Laub [46, Lemma B1] which can be

summarised as “the Fréchet derivative of the inverse is the inverse of the Fréchet
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derivative” [48]. Thus for f(A) = A1/p, the Fréchet derivative of A in the direction

E is given by L = L1/p(A,E) and satisfies the equation

E = Xp−1L+Xp−2LX + · · ·+XLXp−2 + LXp−1.

On applying the vec operator to the above equation we have

vec(E) = D(X) vec(L) (2.5.1)

where

D(X) = (I ⊗Xp−1) + (XT ⊗Xp−2) + · · ·+ ((Xp−1)T ⊗ I).

The linear system (2.5.1) can be solved for L as long as the Kronecker matrix

D(X) is nonsingular. We can guarantee the nonsingularity of D(X) by ensuring

that whenever X has repeated eigenvalues we take the same single valued branch

of the pth root function—see Theorem 2.4.4 (with A = B = X). Therefore, from

Theorem 2.2.4, the pth roots of A that are functions of A have finite condition

whereas those that are not have infinite condition. This is unsurprising since

Theorem 2.2.4 indicates that pth roots that are not functions of A are not well

determined. Infact, both Newton’s method and the Schur method break down

when trying to compute such roots.

2.6 Numerical Experiments

All our computations have been done using MATLAB with unit roundoff u =

2−53 ≈ 1.1× 10−16. We use matrices from the Matrix Computation Toolbox [31].

For the iterative methods we use A as our starting matrix and report the relative

differences

reldiff(Xk) =
‖Xk −Xk−1‖2
‖Xk‖2

and the residuals

res(Xk) =
‖Xp

k − A‖2
‖A‖2

.
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Table 2.6.1: Convergence behaviour of Newton’s method and its variant for the
cube root of A = gallery(’lehmer’,2).

Newton’s method (2.3.3) Iteration (2.3.5)
Iter reldiff res reldiff res
1 4.09e-01 3.33e-01 4.09e-01 3.33e-01
2 1.45e-01 5.25e-02 1.45e-01 5.25e-02
3 3.30e-02 2.34e-03 3.30e-02 2.34e-03
4 1.62e-03 5.45e-06 1.62e-03 5.45e-06
5 3.78e-06 2.97e-11 3.78e-06 2.97e-11
6 2.06e-11 7.40e-17 2.06e-11 2.47e-16
7 4.85e-17 1.48e-16 2.07e-16 2.64e-16

The first example uses the 2 × 2 symmetric positive definite Lehmer matrix.

This is a well-conditioned matrix, with condition number

κ2(A) = ‖A‖2‖A−1‖2 = 3.0.

The stability condition (2.3.19) for a cube root of a symmetric positive definite

matrix is satisfied by the Lehmer matrix, so the simplified Newton iteration (2.3.5)

is numerically stable. Table 2.6.1 shows that Newton’s method (2.3.3) and the

simplified iteration (2.3.5) both converge to a positive definite cube root of A

after 7 iterations.

For the next example we find the fifth root of the 5 × 5 minij matrix A, whose

elements are given by aij = min(i, j). The condition number of the symmetric

positive definite matrix A is κ2(A) = 45.4552, which does not satisfy the stability

condition (2.3.18). As A is positive definite we would expect convergence to

the positive definite fifth root, but iteration (2.3.5) fails to converge due to the

unstable propagation of rounding errors which bring loss of commutativity to the

iterates. However, the full Newton iteration (2.3.3) converges to a fifth root after

18 iterations; see Table 2.6.2.
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Table 2.6.2: Results for principal fifth root of A = gallery(’minij’,5).

Newton’s method (2.3.3) Iteration (2.3.5)
Iter reldiff res reldiff res
1 8.55e-01 8.97e+03 9.73e-01 8.97e+03
9 2.84e-01 1.18e+00 2.32e-01 1.18e+00
12 1.33e-01 3.42e-02 1.14e-01 3.42e-02
14 2.87e-02 7.02e-04 2.48e-02 7.02e-04
17 6.65e-09 8.92e-17 5.72e-09 1.23e-10
18 2.14e-16 1.34e-16 4.21e-10 6.82e-10
23 – – 2.23e-06 3.60e-06
29 – – 6.53e-02 1.06e-01

Let us now consider finding the 4th root via the Schur method of the matrix

T =




1.0000 −1.0000 −1.0000 −1.0000

0 1.3000 −1.0000 −1.0000

0 0 1.7000 −1.0000

0 0 0 2.0000



.

We know from Theorem 2.2.4 that T has 44 = 256 upper triangular 4th roots

that are functions of T . These roots yield different β values. For example, the

principal root,

U =




1.0000 −0.2260 −0.2609 −0.3058

0 1.0678 −0.1852 −0.2125

0 0 1.1419 −0.1578

0 0 0 1.1892



,

has β(Û) = 6.7854, cond(Û) ≈ 0.4 and res(Û) = 2.2288× 10−16. In contrast, the

root

U =




1.0000 6.8926 17.5356 37.6656

0 −1.0678 −5.5241 −18.8185

0 0 1.1419 7.7702

0 0 0 −1.1892




has β(Û) = 1.2526 × 106, cond(Û) ≈ 40 and res(Û) = 1.2324 × 10−14. This
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illustrates that the Schur method returns a pth root of a matrix near to A as long

as β(U) is not too large.



Chapter 3

Updating the Matrix Square

Root

3.1 Introduction

One particular problem involving the computation of matrix square roots appears

in a semidefinite programming algorithm [45]. A step length is calculated using

a line search algorithm that involves computing the unique symmetric positive

definite square roots of a sequence of symmetric positive definite matrices, where

each matrix differs little from the previous one. That is, given a symmetric

positive definite A ∈ Rn×n and the symmetric positive definite square root X

of A we wish to find the symmetric positive definite square root X̃ of Ã, where

‖Ã− A‖ is small. This has to be done repeatedly with A changing slightly each

time.

One way to compute the principal square root of A ∈ Rn×n is by diagonalising

A via the spectral decomposition

A = Q diag(λi)Q
T , (3.1.1)

where Q is orthogonal and the λi are the eigenvalues of A. The matrix square

73



CHAPTER 3. UPDATING THE MATRIX SQUARE ROOT 74

root is then trivially obtained from

A1/2 = Q diag(λ
1/2
i )QT . (3.1.2)

The spectral decomposition (3.1.1) can be computed by the symmetric QR algo-

rithm [28, Alg. 8.3.3] at a cost of about 10n3 flops. Rather than compute the

square root directly, we would prefer a more efficient method that exploits the

fact that X may offer a good approximation to X̃. To decide whether it does or

not, we need to consider the condition number of the square root function. For

F (X) = X2 − A, Higham [33] defines the condition number

γF (X) = ‖F ′(X)−1‖F
‖A‖F
‖X‖F

, (3.1.3)

where F ′(X) is the Fréchet derivative of F at X. Because the condition num-

ber corresponds to the sensitivity of the square root X to perturbations in the

original matrix A, a small value of (3.1.3) suggests it is possible to use X as an

approximation to X̃, the square root of Ã. Moreover, Higham [34] shows the

relationship between the square root condition number γF (X) and the condition

number of X with respect to inversion κF (X) = ‖X‖F‖X−1‖F to be, given that

A is positive definite,

1

2n3/2
κF (X) ≤ γF (X) ≤ 1

2
κF (X).

Thus the square root conditioning of X is at worst the same as its conditioning

with respect to inversion.

One approach to utilise the approximation to X̃ is to employ X as the initial

matrix in a Newton type iteration. However, the computationally simple New-

ton’s method with commutativity assumptions [33] (Section 2.3) and the Denman

and Beavers iteration [19] both require the starting matrix to be a polynomial in

A, which we do not necessarily have with X. The full Newton method for the

square root

XkEk + EkXk = A−X2
k , Xk+1 = Xk + Ek, (3.1.4)
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with guaranteed local convergence [20], does not have such a restriction on the

starting matrix, but solving the Sylvester equation in (3.1.4) requires a spectral

decomposition, for the cost of which we can compute a square root directly from

(3.1.2). Therefore, Newton iterations for the matrix square root are not suited

to our “nearness” problem.

An alternative method for computing square roots of symmetric positive def-

inite matrices was introduced by Higham [36]. This algorithm is based on the

close relationship between the square root, polar decomposition and the Cholesky

factorisation. We first introduce the polar decomposition.

3.2 Polar Decomposition

Every complex number z can be represented by the polar form z = reiθ, r ≥ 0.

Analogous to this scalar representation, any matrix A ∈ Cm×n, m ≥ n, can be

represented as

A = UH, (3.2.1)

where U ∈ Cm×n has orthonormal columns (U ∗U = In) and H is Hermitian

positive semidefinite. The factorisation (3.2.1) is known as the polar decompo-

sition of A; see [28], [56]. It is well known that the polar factor U possesses a

best approximation property, U being the nearest orthogonal matrix to A for any

unitarily invariant norm.

From the polar decomposition (3.2.1) we have H2 = A∗A and since A∗A

is Hermitian positive semidefinite it follows that H = (A∗A)1/2 is the unique

Hermitian positive semidefinite square root of A∗A (see Corollary 2.2.5). The

rank of A is equal to the rank of H, so if A has full rank, H is positive definite

and U = AH−1 is uniquely determined. If A is real, both U and H are taken to

be real.

In summary, for real square matrices, we have the following theorem.
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Theorem 3.2.1 Let A ∈ Rn×n. There exists a matrix U ∈ Rn×n and a unique

symmetric positive semidefinite matrix H ∈ Rn×n such that

A = UH, UTU = I.

If rank(A) = n then H is positive definite and U is uniquely determined.

There is a close relationship between the polar decomposition and the singular

value decomposition. Let A ∈ Rn×n, have the SVD

A = V ΣW T (3.2.2)

where V,W ∈ Rn×n are orthogonal and

Σ = diag(σ1, σ2, . . . , σn), σ1 ≥ σ2 ≥ · · · ≥ σn ≥ 0.

From (3.2.2) it can be seen that A has the polar decomposition A = UH, where

U = VW T , H = WΣW T . (3.2.3)

Conversely, given the polar decomposition A = UH, we may construct the sin-

gular value decomposition A = (VW )ΣW T using the spectral decomposition

H = WΣW T . The formulae (3.2.3) provide a stable way to compute the polar

decomposition provided the SVD is computed in a stable way. The standard way

to compute the SVD is with the Golub-Reinsch algorithm, as implemented in

LAPACK [1]. An alternative approach to computing the polar decomposition is

suggested by Higham [33] based on a quadratically converging Newton iteration

involving a matrix inversion.

3.3 A Maximal Trace Property

An algorithm for computing the polar decomposition is described by Faddeev and

Faddeeva [22]. The basis for their algorithm is the following result for general A,
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which says that the symmetric polar factor is characterised by a trace maximisa-

tion property. Recall that, for compatible matrices, trace(AB) = trace(BA), [53,

Theorem 4.1].

Theorem 3.3.1 For A ∈ Rn×n

max{trace(QA) : Q ∈ Rn×n orthogonal} =
n∑

i=1

σi(A),

where the σi(A) are the singular values of A. The bound is achieved for Q = U T ,

where U is the orthogonal polar factor of A.

Proof. Let A have the singular value decomposition A = V ΣW T . For or-

thogonal Q,

trace(QA) = trace(QV ΣW T ),

= trace(ZΣ), Z =W TQV orthogonal,

≤
n∑

i=1

σi,

since |zii| ≤ 1 for all i. Equality is achieved for Z = I = W TQV. That is

Q =WV T = UT , where U is the orthogonal polar factor of A, (3.2.3).

The idea of the algorithm is to premultiply A by a series of orthogonal matri-

ces, each of which is chosen to increase the trace.

Note that Theorem 3.3.1 also holds for A ∈ Rm×n, m > n. But rather than

apply the algorithm to a rectangular matrix, we can form the QR decomposition,

A = Q

[
R

0

]
,

where Q ∈ Rm×m is orthogonal and R ∈ Rn×n is upper triangular, and apply a

series of orthogonal matrices to increase the trace of the upper triangular R with

the aim of forming the polar decomposition R = URHR. The polar decomposition

of A is then given by

A =

(
Q

[
UR

0

])
HR = UH.
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3.3.1 Rotations

We can symmetrise a matrix A ∈ Rn×n by applying a sequence of Givens rotations

[28, Prob. 8.6.7]. Givens rotations are orthogonal transformations of the form

G (i, j, θ) =




i j

1

. . .

i cos(θ) · · · sin(θ)

...
. . .

...

j − sin(θ) · · · cos(θ)

. . .

1




. (3.3.1)

Premultiplication of A by G(i, j, θ)T results in an anticlockwise rotation of A

through θ radians in the (i, j) coordinate plane. The rotation only alters the ith

and jth rows of A, replacing them with linear combinations of themselves. For

this reason we address the subproblem of choosing a rotation to symmetrise, and

in the process, increase the trace of the 2× 2 submatrix,

A ([i, j], [i, j]) =

[
aii aij

aji ajj

]
, (3.3.2)

where the index pair (i, j) is chosen to be the pair of elements of A with the

largest departure from symmetry,

|aij − aji| = max
r 6=s
|ars − asr|. (3.3.3)

By forming the relevant 2× 2 subproblem of Ã = GTA, we have

ãii = caii − saji, ãij = caij − sajj, ãji = caji + saii, ãjj = cajj + saij,

with c2 + s2 = 1. We need to choose the rotation angle θ that makes the 2 × 2

matrix (3.3.2) symmetric. That is, we require ãij = ãji, thus

caij − sajj = caji + saii,
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i.e., c (aij − aji) = s (aii + ajj) . (3.3.4)

From (3.3.4) it is clear that we can express cos(θ) and sin(θ) in the form

c = φ (aii + ajj) and s = φ (aij − aji) , (3.3.5)

allowing us to determine φ from the condition that c2 + s2 = 1. This gives

φ2
(
(aii + ajj)

2 + (aij − aji)2
)
= 1,

which on rearranging becomes

φ =
±1√

(aii + ajj)
2 + (aij − aji)2

. (3.3.6)

Assuming we are not applying the rotation to an already symmetric matrix with

aii = −ajj it is clear that φ is well defined. The definition of φ, (3.3.6), leaves

us with a dilemma in choosing the appropriate root. As we are aiming to both

symmetrise and increase the trace of A ([i, j], [i, j]), we will examine

ãii + ãjj = φ
(
(aii + ajj)

2 + (aij − aji)2
)
= ±

√
(aii + ajj)

2 + (aij − aji)2. (3.3.7)

By choosing the sign in (3.3.6) to be positive we guarantee ãii+ ãjj positive. Note

that although ãii + ãjj > 0, it is possible that ãii ≤ 0 or ãjj ≤ 0. Furthermore,

by taking absolute values in (3.3.7), we observe that

|ãii + ãjj| ≥ |aii + ajj|,

with equality only when aij = aji. Therefore by applying a rotation of the form

(3.3.1) with c and s given by (3.3.5) and the positive root of (3.3.6), we are

able to simultaneously symmetrise and increase the trace of the 2× 2 submatrix.

Consequently we have

trace(Ã) > trace(A).
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Hence by repeated application of orthogonal transformations GT
k , each chosen to

symmetrise the relevant 2 × 2 submatrix of Ak, where A0 ≡ A, we are able to

achieve

trace(A) < trace(A1) < · · · < trace(Ak) < · · · < trace(H) =
n∑

i=1

σi(A). (3.3.8)

The final inequality is given by the result of Theorem 3.3.1, implying that the

monotonic increasing sequence {trace(Ak)} is bounded above by the limit
∑n

i=1 σi(A).

We have seen that by choosing aij and aji to maximise |aij − aji| the rotation

matrix G(i, j, θ) causes an increase in the trace, but does the matrix Ã = GTA

become more symmetric? Intuitively the answer is yes since we are choosing G

to symmetrise a 2× 2 submatrix. Let us consider

trace(Ã)− trace(A) = (ãii + ãjj)− (aii + ajj)

=

√
(aii + ajj)

2 + (aij − aji)2 − (aii + ajj)

=
(aij − aji)2√

(aii + ajj)
2 + (aij − aji)2 + (aii + ajj)

≥ |aij − aji|2
|aii + ajj|+ |aij − aji|+ (aii + ajj)

. (3.3.9)

If we assume that the rotation cause a small increase in trace, namely, trace(Ã)−

trace(A) < ε, and aii + ajj > 0, solving the quadratic equation (3.3.9) gives

|aij − aji| <
ε+

√
ε2 + 8(aii + ajj)ε

2
.

The pair of elements aij and aji are chosen to be the elements of A with maximum

departure from symmetry and so we have ‖A− AT‖F ≤ n|aij − aji|, making

‖A− AT‖F < n
ε+

√
ε2 + 8(aii + ajj)ε

2
. (3.3.10)

That is, if the traces of Ã and A are sufficiently close then the matrix A is

close to being symmetric. The dominant term of (3.3.10) is 8(aii + ajj)ε which

indicates that the symmetry of A is related to the square root of the difference
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trace(Ã)− trace(A). In practice, we observe that by applying rotations the trace

is numerically maximised before we have symmetry in Ak. This is consistent

with the bound (3.3.10) since, for example, if we have ε = 10−16 we would expect

‖A− AT‖F to be of the order 10−8.

3.3.2 Reflections

As well as using Givens rotations (3.3.1) to symmetrise and increase the trace of

A we may also apply reflection matrices. The reflections are of the same form as

the rotation (3.3.1) but instead of the 2× 2 submatrix [c s;−s c], we have the

symmetric matrix [
c s

s −c

]
, c2 + s2 = 1. (3.3.11)

We will denote this reflection matrix by GR(i, j, θ). If y = GRx, then y is obtained

by reflecting the vector across the line defined by

S = span

{[
cos(θ/2)

sin(θ/2)

]}
.

Just as was the case for rotations, premultiplication of A by GR(i, j, θ) only

affects the elements belonging to the ith and jth rows of A. We will concentrate

on the problem of symmetrising, and in doing so, maximising the trace of the

2× 2 matrix (3.3.2). This leaves us with the task of computing a reflection angle

θ that makes ãij = ãji given that

ãii = caii + saji, ãij = caij + sajj, ãji = saii − caji, ãjj = saij − cajj.

Thus we have

c(aij + aji) = s(aii − ajj) (3.3.12)

indicating that the desired solution is

c = φ′(aii − ajj), s = φ′(aij + aji), (3.3.13)
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where

φ′ =
1√

(aii − ajj)2 + (aij + aji)2
.

We have taken the positive value of φ′ as we are seeking an increase in the trace.

At this point it appears that there is very little difference between choosing

rotations or reflections to symmetrise (3.3.2). However, as we are also interested in

maximising the trace, there are situations where reflections can be more beneficial

than rotations. Let us consider the trace of (3.3.2) after the transformation

(3.3.11),

aii + ajj =
√

(aii − ajj)2 + (aij + aji)2

=
√

(aii + ajj)2 + (aij − aji)2 − 4(aiiajj − aijaji). (3.3.14)

By comparing (3.3.14) with (3.3.7) it is straightforward to see that if aiiajj −

aijaji < 0 a reflection (3.3.11) brings about a larger increase in trace to that

offered by a rotation. Therefore, by examining det(A([i, j], [i, j]) we can decide

whether it is optimal to apply a rotation or a reflection; if det(A([i, j], [i, j]) ≥ 0,

apply a rotation, else apply a reflection.

So far we have seen how Givens rotations (3.3.1) and the reflections (3.3.11)

can be used to symmetrise and increase the trace of a matrix. Nevertheless we

may not converge to the symmetric polar factor H as the limit of our sequence

is not necessarily positive definite. We are not restricted to using only these

transformations though and can apply any suitable orthogonal transformation as

long as it results in an increase in trace.

3.3.3 Householder Reflections

A Householder matrix GH ∈ Rn×n has the form

GH = I − 2ggT

gTg
, (3.3.15)
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where g ∈ Rn is nonzero and called the Householder vector. It is trivial to

show that Householder matrices are both symmetric and orthogonal and hence

involutary.

Let us assume that the symmetric matrix A ∈ Rn×n has had its trace increased

through the rotations and reflections of Subsections 3.3.1 and 3.3.2 but is not

positive definite. We plan to apply a Householder reflection to A to further

increase the trace and in doing try to make the matrix positive definite. At this

stage we should be in agreement with the symmetric positive definite polar factor

H of A.

Given a Householder matrix GH = I − 2ggT , where we have normalised the

Householder vector g (gTg = 1), we have

trace(GHA) = trace(A− 2ggTA) = trace(A)− 2gTAg.

It is clear to see that this quantity is maximised when gTAg is minimised. Let

A have eigenvalues λi with corresponding orthonormal eigenvectors xi, i = 1:n,

where λ1 ≤ λ2 ≤ · · · ≤ λn. For every g ∈ Rn we have g =
∑n

i=1 αixi, αi scalar,

and so

gTAg =
n∑

i=1

α2
ix

T
i Axi =

n∑

i=1

α2
iλi. (3.3.16)

The normality of g gives the condition gTg =
∑n

i=1 α
2
i = 1. From (3.3.16) it is

clear that gTAg ≥ λ1 for all αi, i = 1:n. Equality is achieved for α1 = 1 and

α2 = α3 = · · · = αn = 0. Therefore gTAg is minimised when g is the eigenvector

corresponding to the smallest eigenvalue of A, λmin(A). So as long as we have

λmin(A) < 0, that is, A is not positive definite, we are able to find a Householder

matrix that increases the trace of A.

3.3.4 Algorithm

Before we present the complete algorithm, let us make a note of another orthogo-

nal transformation that may be employed to increase the trace of A. If the matrix
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A has a negative diagonal element on the (i, i) position, then premultiplication by

the identity matrix modified so that I(i, i) = −1, results in an increase in trace.

This is an obvious consequence as we are making the negative diagonal element

positive. It is recommended to apply this step at the beginning of the algorithm

as this technique destroys any symmetry we have in the matrix. For example,
[−1 0

0 1

][−3 1

1 2

]
=

[
3 −1

1 2

]
.

However, as was noted in Subsection 3.3.1, the symmetry transformations may

produce negative diagonal elements and so may need to be followed by a negative-

to-positive step.

Assuming we have applied all of the above orthogonal transformations to

increase the trace of A = A0, we will be left with the symmetric positive definite

matrix Ak = GTA0, where G = G1G2 . . . Gk is the product of the orthogonal

matrices Gi chosen to increase the trace of Ai−1. Theorem 3.2.1 tells us that for

A of full rank the polar decomposition A = UH is uniquely defined, implying that

G = U and Ak = H i.e., the sequence of negative-to-positive, rotations/reflections

and Householder transformations chosen to maximise the trace of A converges to

the unitary polar factor of A.

Algorithm 3.3.2 Given A ∈ Rn×n this algorithm computes the polar decompo-

sition A = UH by a series of orthogonal transformations applied to A. Each

transformation is chosen to increase the trace of A.

Q = I.

while ‖A− A′‖ > u‖A‖

if A(i, i) < 0

A(i, : ) = −A(i, : ).

Q(i, i) = −Q(i, i).

end
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(∗) for i = 1:n− 1

(†) for j = i+ 1:n

if det(A([i, j], [i, j])) ≥ 0

Apply rotation G, (3.3.1), with c and s defined in

(3.3.5) and (3.3.6). G =
[
c
−s

s
c

]
.

A([i, j], : ) = GTA([i, j], : ), Q(: , [i, j]) = Q(: .[i, j])G .

else

Apply reflection GR, (3.3.11), with c and s defined in

(3.3.12) and (3.3.13). GR =
[
c
s
s
−c

]
.

A([i, j], : ) = GRA([i, j], : ), Q(: , [i, j]) = Q(: .[i, j])GR.

end

end

end

end

if λmin(A) < 0

GH = I − 2ggT , with g unit 2-norm eigenvector corresponding

to λmin(A).

A = GT
HA, Q = QGH

end

Note that we have opted to apply our symmetric transformations in a row

cyclic order instead of the largest departure from symmetry (3.3.3) approach

taken by Faddeev and Faddeeva [22] (lines (∗) and (†) replaced by “find max |A(i, j)−

AT (i, j)|”). The problem with finding the elements with the largest departure

from symmetry is that the search involves O(n2) flops whereas the actual appli-

cation of either (3.3.1) or (3.3.11) requires O(n) flops. Therefore for large n the

search time dominates.
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When testing whether λmin(A) < 0, we can use Higham’s test for positive def-

initeness [35]. Rather than compute all the eigenvalues of A to see if the smallest

one is positive, Higham suggests a cheaper and numerically stable alternative

based on computing the Cholesky decomposition of A (see Theorem 3.4.1). A

successful attempt at forming the decomposition indicates positive definiteness,

whereas a failure indicates the presence of zero or negative eigenvalues. In prac-

tice Algorithm 3.3.2 rarely calls into service the Householder reflections. After

the negative-to-positive and symmetry steps we tend to be in agreement with the

symmetric positive definite polar factor.

We will omit a full discussion on the convergence rate of Algorithm 3.3.2

because, as will be apparent from the numerical tests of Section 3.5, the overall

convergence of the algorithm is prohibitively slow.

3.4 Matrix Square Root

A method for computing the symmetric positive definite square root A1/2 of a

symmetric positive definite matrix A is based on the Cholesky decomposition.

Theorem 3.4.1 If A ∈ Rn×n is symmetric positive definite then there is a unique

upper triangular R ∈ Rn×n with positive diagonal elements such that

A = RTR. (3.4.1)

Proof. See Higham [38].

The Cholesky factorisation can be computed at a cost of n3/3 flops using the

following algorithm.

Algorithm 3.4.2 [38, Alg. 10.2] Given a symmetric positive definite A ∈ Rn×n

this algorithm computes the Cholesky factorisation A = RTR.
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for j = 1:n

for i = 1: j − 1

rij = (aij −
∑i−1

k=1 rkirkj)/rii

end

rjj = (ajj −
∑j−1

k=1 r
2
kj)

1/2

end

If the Cholesky factor R of A has the polar decomposition R = UH, Higham

[32, Sec. 6.4] observed that

A = RTR = (UH)TUH = H2.

Hence the unique symmetric positive definite square root of A is given by H =

A1/2, reducing the square root problem to that of computing the polar decompo-

sition of R.

Returning to the problem of updating the matrix square root, let us assume

that we have previously computed the Cholesky factorisation of A = RTR and

the polar decomposition of R = UH. Our idea is to use the polar decomposition

of R as an approximation to the polar decomposition of R̃, where Ã = R̃T R̃.

Provided that A is well conditioned and ‖A− Ã‖ is small, R should offer a good

approximation to R̃.

Theorem 3.4.3 [80, Theorem 1.4] Let A ∈ Rn×n be symmetric positive definite

with the Cholesky factorisation A = RTR and let ∆A be a symmetric matrix

satisfying ‖A−1∆A‖2 < 1. Then A+∆A has the Cholesky factorisation A+∆A =

(R +∆R)T (R +∆R), where

‖∆R‖F
‖R‖p

≤ 2−1/2
κ2(A)ε

1− κ2(A)ε
, ε =

‖∆A‖F
‖A‖p

, p = 2, F.

The following theorem provides bounds for the changes induced in the polar

factors of a matrix by perturbations in the matrix.
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Theorem 3.4.4 [32, Theorem 2.5] Let A ∈ Cn×n be nonsingular, with the polar

decomposition A = UH. If ε = ‖∆A‖F/‖A‖F satisfies κF (A)ε < 1 then A+∆A

has the polar decomposition

A+∆A = (U +∆U)(H +∆H),

where

‖∆H‖F
‖H‖F

≤
√
2ε+O(ε2),

‖∆U‖F
‖U‖F

≤ (1 +
√
2)κF (A)ε+O(ε2).

The theorem shows that perturbations in A result in perturbations in the polar

factors H and U of order 1 and κF (A) respectively. Therefore, if R and R̃ are

sufficiently close, and R is well conditioned, we have U ≈ Ũ . Algorithm 3.3.2

builds up the orthogonal polar factor as a series of orthogonal transformations,

so if we apply the algorithm to

UT R̃ = (UT Ũ)H̃, where UT Ũ ≈ I,

we should not have too much work to do as UT R̃ should be in close agreement

with H̃, the unique symmetric positive definite square root of Ã. An algorithm

that exploits the approximation to X̃ we have in X is as follows.

Algorithm 3.4.5 Let A ∈ Rn×n be symmetric positive definite with Cholesky

decomposition A = RTR where R has the polar decomposition R = UH. Given a

symmetric positive definite Ã ∈ Rn×n that is “close” to A this algorithm computes

the unique symmetric positive definite square root of Ã.

Compute the Cholesky factorisation Ã = R̃T R̃ using Algorithm 3.4.2.

Apply Algorithm 3.3.2 to UT R̃.

Ã1/2 = H̃.

One problem with the above approach is that it assumes we know U , which

means having to accumulate, or keep track of, all previous orthogonal transfor-

mations. Depending on the number of sweeps Algorithm 3.3.2 requires to form
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the polar decomposition this could greatly increase the expense. Updating U for

one sweep of symmetry transformations costs 3n3 flops. A way round this is to

use U = RH−1, which will reduce the “preconditioning” step to a matrix multiply

and a solve.

3.5 Numerical Experiments

We give two examples to illustrate how Algorithm 3.4 performs. The experiments

were carried out in MATLAB with unit roundoff u ≈ 1.1 × 10−16. In both

experiments we started with a symmetric positive definite A ∈ Rn×n and formed

a nearby matrix Ã = A + Ek, where Ek was a randomly generated symmetric

positive definite matrix such that ‖A − Ã‖2 = O(10−k). A and Ã were used as

inputs to Algorithm 3.4. We report ‖UT R̃−(UT R̃)T‖2, where U is the orthogonal

polar factor of the Cholesky factor of A and R̃ is the Cholesky factor of Ã. This

quantity is an indication of how far away the matrix is from its polar factor

before the implementation of Algorithm 3.3.2. We also report the number of

sweeps, “Sweeps”, the number of negative-to-positive diagonal steps, “N-P”, and

the number of Householder transformations, “Hh”, applied by Algorithm 3.3.2.

Since we are interested in updating the matrix square root of A, we list the

residual

Res =
‖X̃2 − Ã‖2
‖Ã‖2

,

where X̃ is the output of Algorithm 3.4, the unique symmetric positive definite

square root of Ã.

The first example is for perturbations added to the 6×6 Lehmer matrix (MAT-

LAB’s gallery(’lehmer’,6)). As is evident from Table 3.5.1, a large number

of sweeps were required for convergence even though ‖A − Ã‖2 was small. No

negative-to-positive steps or Householder transformations were needed since the
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Table 3.5.1: A = gallery(’lehmer’,6), κ2(A) = 29.04.

k ‖UT R̃− (UT R̃)T‖ Sweeps +(N-P, Hh) Res
6 1.96e-06 17+( 0, 0) 4.02e-16
7 2.17e-07 16+( 0, 0) 6.15e-16
8 1.40e-08 15+( 0, 0) 3.88e-16
9 2.31e-09 12+( 0, 0) 3.68e-16
10 2.21e-10 11+( 0, 0) 3.93e-16

Table 3.5.2: A = gallery(’minij’,14), κ2(A) = 337.19.

k ‖UT R̃− (UT R̃)T‖2 Sweeps +(N-P, Hh) Res
6 5.27e-06 36+( 0, 0) 7.02e-16
7 6.17e-07 33+( 0, 0) 7.55e-16
8 5.09e-08 29+( 0, 0) 9.78e-16
9 6.21e-09 27+( 0, 0) 8.55e-16
10 5.66e-10 21+( 0, 0) 7.43e-16

starting matrix was positive definite and the subsequent sweeps did not intro-

duce any negative diagonal elements. Although the results illustrate the slow

convergence of the algorithm, the residual column shows how the computed ma-

trix offers a good approximation to the square root of the perturbed matrix. The

algorithm’s poor performance is because of the observed linear convergence of the

Givens rotations/reflections symmetry step. The large number of sweeps needed

before symmetry is achieved in the iterates makes the method too costly to be

considered as a viable approach to updating matrix square roots. For matrices

of larger dimension the convergence problems are exaggerated; see, for example,

Table 3.5.2.



Chapter 4

Updating the Singular Value

Decomposition

4.1 Introduction

Recall that the singular value decomposition (SVD) of A ∈ Rm×n, m ≥ n, is

given by

A = U

[
Σ

0

]
V T , (4.1.1)

where Σ = diag(σ1, σ2, . . . , σn) with σ1 ≥ σ2 ≥ · · · ≥ σn and U ∈ Rm×m and

V ∈ Rn×n are orthogonal. In this chapter we consider how to update the singular

value decomposition of A to that of a matrix Ã ∈ Rm×n where ‖Ã−A‖ is small.

We will use the SVD (4.1.1) of A as an approximation to the SVD of Ã by forming

the matrix UT ÃV to reduce the problem to one of computing an SVD of a “nearly

diagonal” matrix. We propose to use a direct scheme to approximate to zero any

small off-diagonal elements of UT ÃV . By combining the direct scheme with

orthogonal rotation methods for diagonalising matrices we are able to update the

SVD economically. This leads to the development of a new method for updating

matrix square roots that is more appealing than those discussed in Chapter 3.

91
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Let us consider the sensitivity of the singular values of A to additive pertur-

bations.

Corollary 4.1.1 [28, Cor. 8.6.2] If A and A+E are in Rm×n with m ≥ n, then

for i = 1:n

|σi(A+ E)− σi(A)| ≤ σ1(E) = ‖E‖2.

This result shows that the singular values are insensitive to small perturbations,

but unfortunately the same cannot always be said about the singular vectors.

Before we are able to discuss the effects of perturbations on the subspaces asso-

ciated with the singular values of A we need to introduce the notion of a singular

subspace pair. If A ∈ Rm×n, the subspaces S ∈ Rn and T ∈ Rm are said to form

a singular subspace pair if x ∈ S and y ∈ T implies Ax ∈ T and ATy ∈ S.

Theorem 4.1.2 [77, Theorem 6.4] Let A,E ∈ Rm×n with m ≥ n be given and

suppose that U ∈ Rm×m and V ∈ Rn×n are orthogonal. Write

U =
[

r m−r

U1 U2

]
, V =

[
r n−r

V1 V2

]

and assume that ran(V1) and ran(U1) form a singular subspace pair for A. Let

UTAV =




r n−r

r A11 0

m−r 0 A22


, UTEV =




r n−r

r E11 E12

m−r E21 E22


,

and assume that

δ = min
σ, γ
{|σ − γ| : σ ∈ σ(A11), γ ∈ γ(A22)} > 0.

If ‖E‖F ≤ δ/4, then there exist matrices P ∈ R(n−r)×r and Q ∈ R(m−r)×r satisfy-

ing ∥∥∥∥∥

[
Q

P

]∥∥∥∥∥
F

≤ 4
‖E‖F
δ

,

such that ran(V1+V2P ) and ran(U1+U2Q) is a singular subspace pair for A+E.
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Theorem 4.1.2, and the related work of Wedin [87], show that a perturbation of E

to A can cause perturbations in the singular subspace pair of size up to ‖E‖F/δ,

where δ is the distance between the relevant singular values. Hence it is possible

for small changes in A to induce relatively large changes in the subspaces of A if δ

is small. For example, [28, Ex. 8.6.4], the matrix A = diag(2, 1.001, 0.999) ∈ R4×3

has singular subspace pairs (span{ui}, span{vi}), i = 1: 3 where ui = e
(4)
i and

vi = e
(3)
i (e

(n)
i is the ith column of the n× n identity matrix). Let the perturbed

matrix be

A+ E =




2.000 0.010 0.010

0.010 1.001 0.010

0.010 0.010 0.999

0.010 0.010 0.010



.

Then the singular subspace pairs of A + E are given by the relevant columns of

the matrices

Û = [û1, û2, û3] =




0.9999 −0.0144 0.0007

0.0101 0.7415 0.6708

0.0101 0.6707 −0.7616

0.0051 0.0138 −0.0007



,

V̂ = [v̂1, v̂2, v̂3] =




0.9999 −0.0143 0.0007

0.0101 0.7416 0.6708

0.0101 0.6707 −0.7416


 .

Note that the pair {span{ûi}, span{v̂i}} is only close to {span{ui}, span{vi}}

for the isolated singular value σ1 = 2. However, the singular subspace pair

relating to the clustered singular values, {span{û2, û3}, span{v̂2, v̂3}}, is close to

{span{u2, u3}, span{v2, v3}}. In conclusion, the singular vectors relating to a

cluster of singular values are themselves sensitive to perturbations whereas the

actual subspace associated with the cluster is not.

In Section 4.2 we propose a direct approximation scheme for computing the

singular value decomposition of a nearly-diagonal A with well separated singular
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values. This idea has been seen for the eigendecomposition [12], [42] and goes

back to Jacobi [41]. Our method is a generalisation of the method of Davies and

Modi [17] for replacing the final sweeps of Jacobi’s method in the computation

of the eigendecomposition of a symmetric matrix. We provide bounds, based

on Hadamard products, that offer important information regarding how close to

diagonal the matrix A has to be before the direct method can be implemented.

When the matrix A has distinct diagonal elements the scheme is shown to offer

good approximations to the SVD, but problems can arise in the presence of close

or repeated diagonal elements. In Subsection 4.2.2 we present a modification of

the approximation scheme to split the initial problem into two. The splitting

procedure results in an approximation of the distinct singular values of A but

requires an alternative method to be employed on the “close” singular values.

We suggest applying Kogbetliantz rotations [49]. In Subsection 4.2.3 we discuss

the merits of using Kogbetliantz’s method to reduce the norm of the off-diagonal

elements of A. The main computational kernels of our approximation scheme

are matrix–matrix multiplications, making the approach rich in level 3 BLAS

operations.

In Section 4.3 we look at the special case of computing the eigenvalue decom-

position of symmetric A ∈ Rn×n:

A = Q diag(λi)Q
T , QTQ = I.

We show that our bounds are sharper than those of [17], allowing us to more

accurately predict when to replace the final sweeps of Jacobi’s method. The

combination of Jacobi’s method and the direct method of Davies and Modi may

be used to update eigendecompositions with the particular aim of updating matrix

functions, f(A) = Q diag(f(λi))Q
T . For this reason we are able to relate this

work to the problem of updating the square root of a symmetric positive definite

matrix discussed in Chapter 3.
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Numerical experiments are given in Section 4.4.

4.2 Updating the SVD

In this section we consider how to approximate the SVD of a nearly diagonal

matrix. Let A ∈ Rm×n have distinct diagonal elements and small off-diagonal

entries. We will assume throughout this section, without loss of generality, that

all the diagonal elements of A are non-negative.

An approximate SVD can be found by constructing nearly orthogonal matrices

U and V such that

UTAV = ∆ (4.2.1)

where ∆ is an approximation to the diagonal matrix Σ. It is known that given a

skew-symmetric matrix S, the matrix exponential Q = eS is orthogonal and

Q = eS = I + S +
1

2
S2 +

1

6
S3 + · · · . (4.2.2)

Representation (4.2.2) can be seen to be true from the results of Horn and Johnson

Theorem 6.4.20 [39], which, for the principal matrix logarithm function defined

on a closed contour containing the eigenvalues of A ∈ Cn×n, gives the following

two identities:

• logAT = (logA)T .

• logA
−1

= −logA.

By writing S = logQ, where Q ∈ Rn×n is orthogonal, it is clear from the above

equations that S = −ST , i.e., S is skew-symmetric. Therefore we have Q = eS,

and if ‖S‖ is small, only a few terms of the Taylor series (4.2.2) will be needed

for an accurate approximation to an orthogonal matrix Q. If we express our

orthogonal matrices as UT = I + X̂ + 1
2
X̂2 . . ., and V = I + Ŷ + 1

2
Ŷ 2 . . ., with X̂
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and Ŷ skew-symmetric, then upon substitution into (4.2.1) we have

∆ = A+ X̂A+ AŶ +
1

2

(
X̂2A+ AŶ 2

)
+ X̂AŶ +O(‖X̂‖i‖A‖‖Ŷ ‖j)i+j=3,

= A0 + X̂A0 + A0Ŷ +
1

2

(
X̂2A0 + A0Ŷ

2
)
+ X̂A0Ŷ

+A1 + X̂A1 + A1Ŷ +
1

2

(
X̂2A1 + A1Ŷ

2
)
+ X̂A1Ŷ +O(‖X̂‖i‖A‖‖Ŷ ‖j)i+j=3,

(4.2.3)

where A0 is the diagonal part of A and A1 is the off-diagonal part of A. In

addition, we will consider each of X̂ and Ŷ to be the sum of two skew-symmetric

matrices, that is X̂ = X̂1 + X̂2 and Ŷ = Ŷ1 + Ŷ2, where X̂1 and Ŷ1 are defined by

the relationship

X̂1A0 + A0Ŷ1 = −A1. (4.2.4)

By rewriting the skew-symmetric matrices in this form we are able to approximate

(4.2.3) to diagonal form through a cancellation of lower order terms.

If we write

X̂i =




n m−n

n Xi −X̄T
i

m−n X̄i Zi


, Ŷi =

[
n

n Yi

]
, i = 1, 2,

and

A =




n

n B0 +B1

m−n C1


,

where B0 is the diagonal part of A1:n,1:n and B1 is the off-diagonal part, then

(4.2.4) becomes [
X1B0

X̄1B0

]
+

[
B0Y1

0

]
= −

[
B1

C1

]
. (4.2.5)

Notice that Z1 does not appear in (4.2.5) and so we can set Z1 to zero since we

wish ‖X̂‖ to be as small as possible. Although there are other possible choices
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for Zi, zero is the most attractive as it allows us to exploit the resulting zero

structure of Xi in future matrix multiplications. The solution of (4.2.5) requires

us to solve the Sylvester equation

X1B0 +B0Y1 = −B1 (4.2.6)

and the linear system

X̄1B0 = −C1. (4.2.7)

Since the matrix B0 is diagonal, solutions to (4.2.6) and (4.2.7) are simple to

calculate. The skew-symmetric matrices of (4.2.6) are given by

(X1)ij =





aijajj + ajiaii
a2ii − a2jj

, i 6= j,

0, i = j,

(4.2.8)

and

(Y1)ij =





aijaii + ajiajj
a2jj − a2ii

, i 6= j,

0, i = j,

(4.2.9)

whilst the solution of (4.2.7) is

(X̄1)ij = −
cij
bjj

= −an+i,j
ajj

. (4.2.10)

By defining

α = max {|aij| : i 6= j} , δ1 = min {|aii − ajj| : i 6= j} , δ2 = min |aii|,

(4.2.11)

and the subsequent quantity ε = α/min(δ1, δ2), it can easily be seen from (4.2.8)

that

|(X1)ij| ≤
α|ajj + aii|
|a2jj − a2ii|

=
α

δ1
,

and from (4.2.10) that

|(X̄1)ij| ≤
α

δ2
,
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resulting in ‖X̂1‖ = O(ε). Similarly, ‖Ŷ1‖ = O(ε). Later in our analysis we will

show that max{‖X̂2‖, ‖Ŷ2‖} = O(ε2) and hence max{‖X̂‖, ‖Ŷ ‖} = O(ε). As

our original matrix is assumed to have small off-diagonal elements and distinct

diagonal elements we will further assume that ε ¿ 1. Therefore ‖X̂‖ is small

meeting the requirements for our approximation scheme to work. We note that

our choice of X̂1 and Ŷ1 in (4.2.4) is such that

X̂1A1 + A1Ŷ1 = −
(
X̂2

1A0 + A0Ŷ
2
1 + 2X̂1A0Ŷ1

)

and therefore (4.2.3) becomes

∆ = A0 +
1

2

(
X̂1A1 + A1Ŷ1

)
+ X̂2A0 + A0Ŷ2 +R, (4.2.12)

where R is defined by

R = X̂2A1 + A1Ŷ2 +
1

2

(
X̂2A+ AŶ 2 − X̂2

1A0 − A0Ŷ
2
1

)

+
(
X̂AŶ − X̂1A0Ŷ1

)
+O(‖X̂‖i‖A‖‖Ŷ ‖j)i+j=3. (4.2.13)

We will discuss the role the remainder term R plays in ∆ along with the size of

the terms in (4.2.13) in detail in Subsection 4.2.1.

Let D ∈ Rm×n be a matrix with diagonal D0 and off-diagonal D1 such that

1

2

(
X̂1A1 + A1Ŷ1

)
= D = D0 +D1. (4.2.14)

We will take D to be of the form

D =




n

n E0 + E1

m−n F1


.

where E0 is the diagonal part of D1:n,1:n and E1 is the off-diagonal part. Following

along the same lines as for X̂1 and Ŷ1, let X̂2 and Ŷ2 be skew-symmetric matrices

satisfying

X̂2A0 + A0Ŷ2 = −D1.
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That is, [
X2B0

X̄2B0

]
+

[
B0Y2

0

]
= −

[
E1

F1

]
,

which gives the Sylvester equation

X2B0 +B0Y2 = −E1 (4.2.15)

and the linear system

X̄2B0 = −F1. (4.2.16)

On solving (4.2.15) and (4.2.16) we have

(X2)ij =





dijajj + djiaii
a2ii − a2jj

i 6= j,

0, i = j,

(4.2.17)

(Y2)ij =





dijaii + djiajj
a2jj − a2ii

i 6= j,

0, i = j,

(4.2.18)

and

(X̄2)ij = −
fij
bjj

= − fij
ajj

. (4.2.19)

Note that ‖X̂2‖, ‖Ŷ2‖ = O(ε2), since by (4.2.14), ‖D‖ = O(αε). Through our

choice of X̂ and Ŷ we have reduced the terms of (4.2.12) to the approximate

diagonal form

∆ = A0 +D0 +R. (4.2.20)

The choice of UT = I + X̂1 + X̂2 + X̂2
1/2 and V = I + Ŷ1 + Ŷ2 + Ŷ 2

1 /2, with X̂i

and Ŷi, i = 1: 2, satisfying equations (4.2.4) and (4.2.14), offers an approximation

UTAV = ∆ to the singular value decomposition of A. The question arises, when

is this approximation good?
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4.2.1 Error Estimates

In this section we give bounds on the departure from orthogonality of our matrices

UT = I + X̂1+ X̂2+ X̂2
1/2 and V = I + Ŷ1+ Ŷ2+ Ŷ 2

1 /2. We will form our bounds

using Hadamard products.

Definition 4.2.1 The Hadamard product of X = [xij] ∈ Rn×n and Y = [yij] ∈

Rn×n is defined by X ◦ Y ≡ [xijyij] ∈ Rn×n.

For our approximation scheme to furnish a good approximation to the singular

values of A, the matrices U and V are required to be close to orthogonal. The

two standard results needed to show this are obtained from eigenvalue perturba-

tion theory, so we first consider eigenvalues. Let the ith largest eigenvalue of a

symmetric matrix A ∈ Rn×n be denoted by λi(A), meaning that the eigenvalues

are ordered λn ≤ · · · ≤ λ1. The first result is an immediate consequence of the

Courant-Fischer characterisation of eigenvalues [79, p. 201].

Lemma 4.2.2 If A ∈ Rn×n and E ∈ Rn×n are symmetric then |λi(A + E) −

λi(A)| ≤ ‖E‖2.

Theorem 4.2.3 [21, Theorem 2.1] Let the symmetric matrices A and Ã =

ZTAZ have eigenvalues λi and λ̃i respectively, and assume Z is nonsingular.

Then

|λi − λ̃i| ≤ µ|λi|

where µ = ‖ZTZ − I‖2.

Proof. If we consider the ith eigenvalue of A, λi, Sylvester’s inertia theorem

tell us that A − λiI and ZT (A − λiI)Z have the same number of positive, zero

and negative eigenvalues. Since the ith eigenvalue of A − λiI is zero then so is

the ith eigenvalue of

ZT (A− λiI)Z = (ZTAZ − λiI) + λi(I − ZTZ).
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Using the result of Lemma 4.2.2 it follows that

|λi(ZTAZ − λiI)− λi(ZT (A− λiI)Z)| ≤ |λi|‖I − ZTZ‖2

and the result is immediate.

Our desired singular value result now follows as a corollary.

Corollary 4.2.4 [21, Theorem 3.3] Let A ∈ Rm×n and Ã = UTAV have singular

values σi and σ̃i respectively, where U ∈ Rm×m and V ∈ Rn×n, and assume U

and V have full rank. Then

|σi − σ̃i| ≤ |σi|µ

where µ = max
(
‖UTU − I‖2, ‖V TV − I‖2

)
.

Proof. As U and V have full rank, A and Ã have the same number of zero

singular values. The eigenvalues of the Jordan-Wielandt matrix

B =

[
0 AT

A 0

]

are plus and minus the singular values of A. Similarly, for Ã we can write

B̂ =

[
0 V TATU

UTAV 0

]
= diag(V, U)T

[
0 AT

A 0

]
diag(V, U).

Applying Theorem 4.2.3 to B and B̂ yields the result.

Our definition of U and V gives

UUT =

(
I − X̂1 − X̂2 +

1

2
X̂2

1

)(
I + X̂1 + X̂2 +

1

2
X̂2

1

)
= I +HX̂ ,

V V T =

(
I + Ŷ1 + Ŷ2 +

1

2
Ŷ 2
1

)(
I − Ŷ1 − Ŷ2 +

1

2
Ŷ 2
1

)
= I +HŶ ,

where the departure from orthogonality is given by

HX̂ =
1

4
X̂4

1 − X̂2
2 +

1

2

(
X̂2

1X̂2 − X̂2X̂
2
1

)
−
(
X̂1X̂2 + X̂2X̂1

)
, (4.2.21)

HŶ =
1

4
Ŷ 4
1 − Ŷ 2

2 +
1

2

(
Ŷ2Ŷ

2
1 − Ŷ 2

1 Ŷ2

)
−
(
Ŷ2Ŷ1 + Ŷ1Ŷ2

)
. (4.2.22)
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By imposing the condition that HX̂ and HŶ are bounded by some desired toler-

ance we ensure the orthogonality of U and V to within that tolerance. We will

derive a bound on (4.2.21) and (4.2.22) by defining

Abig = [A1 0 ] ∈ Rm×m,

which enables us to work with square matrices in the following analysis. The sym-

metric part of Abig is given by Asym =
(
ATbig + Abig

)
/2 and the skew-symmetric

part by Askew =
(
ATbig − Abig

)
/2. Furthermore, let Φ be the skew-symmetric

matrix defined by

Φij =





1

aii − ajj
i 6= j, min(i, j) ≤ n,

0, otherwise,

(4.2.23)

and Ψ the symmetric matrix defined by

Ψij =





1

aii + ajj
i 6= j, min(i, j) ≤ n,

0, otherwise.

(4.2.24)

Notice that since all diagonal elements of A are assumed to be non-negative we

have ‖Φ‖ ≥ ‖Ψ‖. It can be seen from the equations for X̂1 and Ŷ1, (4.2.8), (4.2.9)

and (4.2.10), that

X̂1 = Asym ◦ Φ+ Askew ◦ Ψ and Ŷ1 = (−Asym ◦ Φ+ Askew ◦ Ψ)1:n,1:n, (4.2.25)

The 2-norm of the Hadamard product of X,Y ∈ Rn×n has the property that [39,

Theorem 5.5.15]

‖X ◦ Y ‖2 ≤ ‖X‖2‖Y ‖2.

Hence we are able to bound X̂1 and Ŷ1 by

max
{
‖X̂1‖2, ‖Ŷ1‖2

}
≤ ‖A1‖2 (‖Φ‖2 + ‖Ψ‖2) , (4.2.26)

since max {‖Asym‖2, ‖Askew‖2} ≤ ‖Abig‖2 = ‖A1‖2. If we define

Dbig = [D1 0 ] ∈ Rm×m
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and the resulting symmetric and skew-symmetric matrices,Dsym =
(
DT

big +Dbig

)
/2

and Dskew =
(
DT

big −Dbig

)
/2, it is also possible to express X̂2 and Ŷ2 in terms of

the Hadamard product. That is, from (4.2.17), (4.2.18) and (4.2.19), we have

X̂2 = Dsym ◦ Φ+Dskew ◦ Ψ and Ŷ2 = (−Dsym ◦ Φ+Dskew ◦ Ψ)1:n,1:n. (4.2.27)

To find a bound on X̂2 and Ŷ2 we first have to bound Dbig. Using the definition

of D in (4.2.14), together with the bounds of (4.2.26), we find

‖D1‖2 ≤
1

2

(
‖X̂1‖2 ‖A1‖2 + ‖A1‖2 ‖Ŷ1‖2

)

≤ ‖A1‖22 (‖Φ‖2 + ‖Ψ‖2) . (4.2.28)

Finally, (4.2.27) and (4.2.28) render

max
{
‖X̂2‖2, ‖Ŷ2‖2

}
≤ ‖A1‖22 (‖Φ‖2 + ‖Ψ‖2)2 . (4.2.29)

By applying the bounds of (4.2.26) and (4.2.29) to the terms of HX̂ and HŶ we

see that

max
{
‖HX̂‖2, ‖HŶ ‖2

}
≤ 2‖A1‖32 (‖Φ‖2 + ‖Ψ‖2)3 +O

(
‖A1‖42 (‖Φ‖2 + ‖Ψ‖2)4

)
.

(4.2.30)

As well as wishing our matrices U and V to be orthogonal, we are trying to find

the singular value decomposition of A. In other words the matrix ∆ = U TAV

must be sufficiently close to diagonal, that is, ‖R‖ ≤ tol‖A‖ where R is given by

(4.2.13) and tol denotes the desired tolerance. By applying the bounds of (4.2.26)

and (4.2.29) to (4.2.13) we have

‖R‖2
‖A‖2

≤ 28

3
‖A1‖32 (‖Φ‖2 + ‖Ψ‖2)3 +O(‖A1‖42 (‖Φ‖2 + ‖Ψ‖2)4), (4.2.31)

since

1

‖A‖2
≤ ‖Φ‖2 + ‖Ψ‖2.

Therefore, by imposing the condition

‖A1‖32 (‖Φ‖2 + ‖Ψ‖2)3 ≤ tol, (4.2.32)
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we can ensure that the matrices U and V are orthogonal and that the matrix

∆ = UTAV is diagonal to within a small multiple of a given tolerance, tol.

Algorithm 4.2.5 Given a matrix A ∈ Rm×n such that ‖A1‖32(‖Φ‖2 + ‖Ψ‖2)3 ≤

tol where A1 is the off-diagonal part of A and Φ and Ψ are defined in (4.2.23)

and (4.2.24), this algorithm computes an approximation to the SVD, A = UΣV T ,

such that ‖UTU − I‖2, ‖V TV − I‖2 and ‖UTAV −Σ‖2 are all less than a small

multiple of tol.

Compute X̂1 and Ŷ1 using (4.2.8), (4.2.9) and (4.2.10).

Compute D = D0 +D1 =
1
2
(X̂1A1 + A1Ŷ1).

Compute X̂2 and Ŷ2 using (4.2.17), (4.2.18) and (4.2.19).

Σ = A0 +D0.

UT = I + X̂1 + X̂2 +
1
2
X̂2

1 .

V = I + Ŷ1 + Ŷ2 +
1
2
Ŷ 2
1 .

The main computational costs of this algorithm are the four matrix–matrix mul-

tiplications. The squaring of a m×m matrix X̂1 would normally require O(m3)

flops. However, this matrix has a special structure (the (2,2) block is zero and

X̂2
1 is symmetric) which enables us to evaluate this matrix–matrix multiplication

in m2n+n2(m−n) flops. The overall cost of the algorithm is 3m2n+3mn2 flops.

4.2.2 Splitting the SVD Problem

We are able to use Algorithm 4.2.5 to compute an approximation to the singular

value decomposition of A ∈ Rm×n whenever the bound of (4.2.32) is satisfied.

However, when a few of the diagonal elements of A are close the bound is unlikely

to be satisfied as

‖Φ‖2 ∼
1

mini6=j |aii − ajj|
.
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The problem of troublesome diagonal elements can be overcome by splitting the

SVD problem into two disjoint problems: one containing the nearly confluent

diagonal elements and one containing the well separated diagonal elements. The

difficulty is in choosing when and where our SVD problem needs to be split.

We now modify Algorithm 4.2.5 to compute the singular values of A cor-

responding to distinct diagonal elements. As in the previous computations let

A = A0 + A1 where A0 and A1 are the diagonal and off-diagonal parts of A re-

spectively. Furthermore split A1 = A2 +A3, where A2 comprises of the elements

from the rows and columns corresponding to well separated diagonal elements

and A3 contains the rest. Thus, after a suitable permutation we have

A2 =




k n−k

k (A1)11 (A1)12

m−k (A1)21 0


, A3 =




k n−k

k 0 0

m−k 0 (A1)22


, (4.2.33)

The described partition requires us to set all the blocks of A2 to zero. For example,

if the first k diagonal entries of A ∈ Rm×n are well separated, we wish to compute

UTAV =




k n−k

k Σ(Ak) 0

m−k 0 Ā


, (4.2.34)

where Σ(Ak) = diag(σ1, . . . σk). An alternative method for computing the singu-

lar value decomposition is then used on the matrix Ā.

Analogously to Algorithm 4.2.5, we find orthogonal matrices U T = eX̂ and

V = eŶ such that UTAV is in the desired form. The skew symmetric matrices

X̂ = X̂1 + X̂2 and Ŷ = Ŷ1 + Ŷ2 are chosen such that

X̂1A0 + A0Ŷ1 = −A2

(cf. (4.2.6)). The solution is given by the formulae of (4.2.8), (4.2.9) and (4.2.10)

with aij replaced with (A2)ij. Our problem is now reduced to

UTAV = A0 + A3 +
1

2

(
X̂1 (A2 + 2A3) + (A2 + 2A3) Ŷ1

)
+
(
X̂2A0 + A0Ŷ2

)
+R,



CHAPTER 4. UPDATING THE SINGULAR VALUE DECOMPOSITION106

where

R = X̂2A2 + A2Ŷ2 + X̂2A3 + A3Ŷ2 +
1

2

(
X̂2A+ AŶ 2 − X̂2

1A0 − A0Ŷ
2
1

)

+
(
X̂AŶ − X̂1A0Ŷ1

)
+O(‖X̂‖i‖A‖‖Ŷ ‖j)i+j=3. (4.2.35)

Note that the above equation differs from its analogue (4.2.12) by the 2A3 term,

which is due to

X̂1A2 + A2Ŷ1 = −
(
X̂2

1A0 + A0Ŷ
2
1 + 2X̂1A0Ŷ1

)
.

Similarly to before, let us define the matrix D, having diagonal D0 and off-

diagonal D1, such that

1

2

(
X̂1(A2 + 2A3) + (A2 + 2A3)Ŷ1

)
= D = D0 +D1. (4.2.36)

Moreover, we split D1 = D2 + D3 such that D2 and D3 have the same zero

patterns as A2 and A3 respectively. The skew symmetric X̂2 and Ŷ2 are picked

to solve

X̂2A0 + A0Ŷ2 = −D2.

The solutions are given by appropriate application of the formulae (4.2.17),

(4.2.18) and (4.2.19). Hence

UTAV = A0 +D0 + A3 +D3 +R,

where the diagonal entries corresponding to zero off-diagonal entries offer an

approximation to the well separated singular values of A, with U T = I + X̂1 +

X̂2 +
1
2
X̂2

1 and V = I + Ŷ1 + Ŷ2 +
1
2
Ŷ 2
1 .

The obvious question now is, what constitutes “well separated” singular val-

ues? By following a similar error analysis to that of Section 4.2.1 we are able to

find bounds that indicate where to split, ensuring that the above method offers a

good approximation to the distinct singular values of A up to a given tolerance,

tol. Redefine

Abig = [A2 0 ] ∈ Rm×m
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and Asym = (ATbig + Abig)/2 and Askew = (ATbig − Abig)/2. It is straightforward to

see that X̂1 and Ŷ1 may be expressed in terms of the Hadamard product as in

(4.2.25), but with Φ and Ψ replaced by Φsplit and Ψsplit, defined as

(Φsplit)ij =





1

aii − ajj
(Asym)ij 6= 0,

0, otherwise,

(4.2.37)

and

(Ψsplit)ij =





1

aii + ajj
(Askew)ij 6= 0,

0, otherwise.

(4.2.38)

Hence it is possible to bound the X̂1 and Ŷ1 used in the splitting procedure by a

modification of the bounds (4.2.26),

max
{
‖X̂1‖2, ‖Ŷ1‖2

}
≤ ‖A2‖2 (‖Φsplit‖2 + ‖Ψsplit‖2) .

Furthermore by redefining Dbig as

Dbig = [D2 0 ] ∈ Rm×m

and Dsym = (DT
big+Dbig)/2 and Dskew = (DT

big−Dbig)/2 it is clear to see that X̂2

and Ŷ2 may be expressed in terms of the Hadamard product as in (4.2.27) but

with Φ and Ψ replaced by Φsplit and Ψsplit. By bounding the terms in equation

(4.2.36) defining D, we are able to calculate the bounds for X̂2 and Ŷ2 to be

max
{
‖X̂2‖2, ‖Ŷ2‖2

}
≤ ‖A2‖2 (‖Φsplit‖2 + ‖Ψsplit‖2)2 (‖A2 + 2A3‖2)

≤ 2‖A1‖22 (‖Φsplit‖2 + ‖Ψsplit‖2)2 ,

since ‖A2 + 2A3‖2 ≤ 2‖A1‖2.

Just as in Algorithm 4.2.5 the matrices U and V need to be orthogonal to a

desired tolerance, tol. The condition for orthogonality is again given by bounding

the terms HX̂ and HŶ in (4.2.21) and (4.2.22), which for the above procedure
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gives

max
{
‖HX̂‖2, ‖HŶ ‖2

}
≤ 4‖A1‖32 (‖Φsplit‖2 + ‖Ψsplit‖2)3

+ O(‖A1‖42 (‖Φsplit‖2 + ‖Ψsplit‖2)4).

The matrix UTAV is also required to offer the desired approximation to within

tol, that is ‖R‖ < ‖A‖tol, where the residual R is defined in (4.2.35). Applying

the bounds of X̂i and Ŷi for i = 1: 2 to ‖R‖/‖A‖ we achieve the bound

‖R‖2
‖A‖2

≤ 64

3
‖A1‖32 (‖Φsplit‖2 + ‖Ψsplit‖2)3 +O(‖A1‖42 (‖Φsplit‖2 + ‖Ψsplit‖2)4).

Therefore, to implement the splitting procedure it is required that

‖A1‖32 (‖Φsplit‖2 + ‖Ψsplit‖2)3 < tol.

Note that if all diagonal elements of A are well separated, i.e., A3 = 0 and

A2 = A1, the above procedure reduces to the direct approximation scheme of

Section 4.2.

A test is needed to decide whether or not it is appropriate to split the matrix

A. Throughout we have assumed that A has non-negative diagonal elements and

hence ‖Ψsplit‖2 < ‖Φsplit‖2, which gives

‖Φsplit‖2 ≤
tol1/3

2‖A1‖2
.

Consequently the matrix Φsplit is chosen so that its entries satisfy

|Φ|ij ≤
tol1/3

2m‖A1‖2
,

since

‖X‖2 ≤
√
mnmax

ij
|Xij|.

Algorithm 4.2.6 Given a matrix A ∈ Rm×n where the off-diagonal part A1 has

been divided into two parts A2 and A3 (see (4.2.33)) such that Φsplit and Ψsplit,



CHAPTER 4. UPDATING THE SINGULAR VALUE DECOMPOSITION109

defined in (4.2.38) and (4.2.37), satisfy ‖A1‖32(‖Φsplit‖2 + ‖Ψsplit‖2)3 ≤ tol, this

algorithm computes the approximate decomposition A = UΣV T where Σ has the

same form as the matrix given in (4.2.34) and ‖U TU − I‖2, ‖V TV − I‖2 and

‖UTAV −Σ‖2 are all less than a small multiple of tol.

Compute skew-symmetric X̂1 and Ŷ1 that satisfy X̂1A0 + A0Ŷ1 = −A2.

Compute D = D0 +D1 =
1
2

(
X̂1(A2 + 2A3) + (A2 + 2A3)Ŷ1

)
.

Split D1 = D2 +D3 such that D2 and D3 have the same zero patterns as

A2 and A3 respectively.

Compute skew-symmetric X̂2 and Ŷ2 that satisfy X̂2A0 + A0Ŷ2 = −D2.

Σ = (A0 +D0) + (A3 +D3).

UT = I + X̂1 + X̂2 +
1
2
X̂2

1 .

V = I + Ŷ1 + Ŷ2 +
1
2
Ŷ 2
1 .

Notice that this algorithm reduces to Algorithm 4.2.5 when Φsplit = Φ.

4.2.3 Kogbetliantz’s Algorithm

Kogbetliantz [49] proposes an algorithm for computing the singular value decom-

position of A ∈ Cm×n. The method consists of applying a sequence of orthogonal

transformations Uk and Vk such that

U (0) = Im, V (0) = In, A(0) = A,

U (k+1) = UkU
(k), V (k+1) = VkV

(k), A(k+1) = UT
k A

(k)Vk.

Providing that Uk and Vk are chosen correctly, A(k) will converge to diagonal form

as k →∞. We will concentrate on the real case A ∈ Rm×n for simplicity. Here the

orthogonal transformations are taken to be elementary rotations through angles

φk and ψk of the form Uk = G(ik, jk, φk) and Vk = G(ik, jk, ψk), where G(i, j, θ)

is as in (3.3.1). The quantities φk and ψk are chosen to introduce zeros in the

(ik, jk) and (jk, ik) elements of A(k). To determine φk and ψk we only need to
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consider the elements in the (ik, jk) plane as these are the only ones affected by

Uk and Vk. Let us consider the 2× 2 subproblem,

[
ãii ãij

ãji ãjj

]
=

[
cos(φ) sin(φ)

− sin(φ) cos(φ)

]T [
aii aij

aji ajj

][
cos(ψ) sin(ψ)

− sin(ψ) cos(ψ)

]
. (4.2.39)

If we multiply out the right hand side of (4.2.39), we find the conditions for

diagonality in the left hand side, ãij = 0 = ãji, are

a11 cos(φ) sin(ψ)− a21 sin(φ) sin(ψ) + a12 cos(φ) cos(ψ)− a22 sin(φ) cos(ψ) = 0,

a11 sin(φ) cos(ψ) + a21 cos(φ) cos(ψ)− a12 sin(φ) sin(ψ)− a22 cos(φ) sin(ψ) = 0.

By equating like terms to zero and making use of the trigonometric addition

formulae,

cos(x± y) = cos(x) cos(y)∓ sin(x) sin(y)

sin(x± y) = sin(x) cos(y)± cos(x) sin(y),

we find that

tan(φ+ ψ) =
a12 + a21
a22 − a11

, tan(φ− ψ) = a12 − a21
a22 + a11

. (4.2.40)

The solutions of (4.2.40) are given by

φ+ ψ = arctan

(
a12 + a21
a22 − a11

)
≡ χ, φ− ψ = arctan

(
a12 − a21
a22 + a11

)
≡ ξ.

Hence the desired rotation angles are

φ =
χ+ ξ

2
, ψ =

ξ − χ
2

. (4.2.41)

Of all the solutions to (4.2.41), convergence is only guaranteed for φ and ψ belong-

ing to the interval (−π/2, π/2) [25]. When forming the Kogbetliantz angles as

described above, one must be aware of the possibility of cancellation in (4.2.41).

One way to avoid such stability concerns is suggested in Golub and Van Loan

[28, Prob. 8.6.7]. The idea is to first symmetrise the 2× 2 matrix A by applying



CHAPTER 4. UPDATING THE SINGULAR VALUE DECOMPOSITION111

a single rotation GT (θ) and then diagonalise GT (θ)A by applying stable Jacobi

rotations G(φ) (see Subsection 4.3.2). Finally the SVD of the 2 × 2 matrix is

given by (G(θ)G(φ))TAG(φ).

We now examine how the application of U and V changes the root mean

square of the off-diagonal elements of A,

off(A) =

(
∑

i6=j

|aij|2
)1/2

=

√√√√‖A‖2F −
n∑

i=1

a2ii.

If Ã = UTAV , then

off(Ã)2 = ‖UTAV ‖F −
n∑

i=1

ã2ii = ‖A‖2F −
n∑

i=1

ã2ii,

since U and V are orthogonal. Furthermore, as only rows and columns i and j

are altered,

off(Ã)2 = off(A)2 +
n∑

i=1

a2ii −
n∑

i=1

ã2ii

= off(A)2 + a2ii + a2jj − ã2ii − ã2jj.

By taking the Frobenius norm in the transformed matrix (4.2.39), we obtain

ã2ii + ã2jj = a2ii + a2jj + a2ij + a2ji.

Therefore,

off(Ã)2 = off(A)2 − a2ij − a2ji, (4.2.42)

showing that A is brought closer to diagonal form with each application of the

Kogbetliantz iteration. A strategy is needed for choosing the index pair (i, j). In

view of (4.2.42) it seems a good idea to choose (i, j) so that a2ij + a2ji is maximal.

This is the basis of the classical Kogbetliantz algorithm.

Lemma 4.2.7 After one iteration of the classical Kogbetliantz algorithm we have

off(A1) ≤
√

1− 1

N
off(A0),
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where N = n(m− 1)/2 is half the number of off-diagonal elements of A. After k

iterations we have

off(Ak) ≤
(
1− 1

N

)k/2
off(A0).

Proof. As a2ij+a
2
ji is chosen to have the largest value, off(A0)

2 ≤ N(a2ij+a
2
ji)

and so

(a2ij + a2ji) ≥
1

N
off(A0)

2.

The result follows by substituting the above inequality into (4.2.42).

The above lemma suggests that the classical Kogbetliantz method converges lin-

early. In practice though, the classical algorithm is not used as each stage involves

an O(mn) search for the maximal pair. Instead the order in which the elements

are to be annihilated is chosen beforehand. A reasonable sequence is to take the

index pair (i, j) from a row cyclic order, where one complete sweep takes the form

(i, j) = (1, 2), (1, 3), . . . , (1, n), (2, 3), . . . , (2, n), (3, 4), . . . , (m− 1, n).

Note that for m ≥ i > n only one element is zeroed, resulting in the application

of only one transformation, namely Uk [25].

Algorithm 4.2.8 Given a matrix A ∈ Rm×n this algorithm computes the singu-

lar value decomposition A = UTΣV . A sequence of orthogonal transformations

are generated that zeros the off-diagonal elements in a row wise fashion until A

is diagonal to within a desired tolerance, tol.

U = Im, V = In

while off(A) > tol

for i = 1:m− 1

for j = i+ 1:n

Compute φ and ψ from (4.2.41)

cφ = cos(φ), sφ = sin(φ), cψ = cos(ψ), sψ = sin(ψ)
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A([i, j]; : ) =
[
cφ
−sφ

sφ
cφ

]T
A([i, j]; : )

U(: ; [i, j]) = U(: ; [i, j])
[
cφ
−sφ

sφ
cφ

]

A(: ; [i, j]) = A(: ; [i, j])
[
cψ
−sψ

sψ
cψ

]

V (: ; [i, j]) = V (: ; [i, j])
[
cψ
−sψ

sψ
cψ

]

end

end

end

The cyclic Kogbetliantz algorithm has a great advantage over the classical

method as each step does not involve a time consuming search of the off-diagonal

elements. In addition, the cyclic Kogbetliantz algorithm has also shown to be

linearly convergent [24], [25]. In fact for matrices that have no repeated or clus-

tered singular values Kogbetliantz’s method performs somewhat better: Paige

and Van Dooren [64] show that it has asymptotic quadratic convergence. In the

presence of repeated singular values the analysis of [9], [10], [2] guarantees ulti-

mate quadratic convergence of the method if we form a QR factorisation, reorder

the close diagonal elements of the triangular factor to take adjacent positions on

the diagonal, and apply Algorithm 4.2.8 to the reordered triangular factor. In

practice though, even in the presence of clusters, the cyclic convergence algorithm

is usually observed to be asymptotically quadratically convergent.

The direct method of Algorithm 4.2.5 for computing the singular value de-

composition of A ∈ Rm×n can only be implemented when the bound of (4.2.32) is

satisfied. When the bound is not satisfied we can apply a sweep of Kogbetliantz’s

algorithm with the aim of bringing about a reduction in the left hand side of

(4.2.32). However, if aii → ajj as off(A) → 0 it is possible for the left hand side

of (4.2.32) to increase, making the direct method redundant for this particular

type of problem. In this scenario the method of Kogbetliantz may be used in

tandem with the splitting procedure of Subsection 4.2.2 where the matrix A is
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split into two, with A2 containing the elements corresponding to the distinct di-

agonal elements and A3 the remainder. The splitting algorithm diagonalises A2

but leaves A3 as a full matrix. The cyclic Kogbetliantz algorithm can then be

applied to the matrix A3 until, if possible, its norm is sufficiently reduced to allow

diagonalisation via the direct method.

Our complete algorithm for computing the SVD of a nearly-diagonal matrix,

A ∈ Rm×n, is as follows.

Algorithm 4.2.9 (SVD algorithm) Given A ∈ Rm×n this algorithm computes

the singular value decomposition A = UΣV T .

k = 1, V = Im, U = In

for i = 1, 2, . . .

Compute Φ for Ak:m,k:n.

(*) if “enough” singular values can be safely split from problem

Apply permutation to move “confluent” and “distinct”

singular values to the same blocks respectively.

Compute Ak:m,k:n = Us
[
Σj
0

0
Ā

]
V T
s using Algorithm 4.2.6.

Ak:m,k:n =
[
Σj
0

0
Ā

]

U(: , k:m) = U(: , k:m)Us, V (: , k:n) = V (: , k:n)Vs.

k = k + j

end

if k > n, Σ = A, return, end

Compute Ak:m,k:n = UkogAkogV
T
kog using a sweep of Kogbetliantz’s

algorithm.

Ak:m,k:n = Akog.

U(: , k:m) = U(: , k:m)Ukog, V (: , k:n) = V (: , k:n)Vkog.

if ‖A1‖2 ≤ tol‖A‖2, Σ = A, return, end

end
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The test (*) needs some explanation. For Algorithm 4.2.6 to be used effec-

tively, it is sensible to split the problem only when a significant number of singular

values can be separated from the original matrix. Splitting to remove only a rel-

atively small number of singular values does not result in any noticeable savings

being made in further stages of the algorithm. In the numerical experiments of

Section 4.4 we take “more than half the remaining singular values” as our test

for deciding whether or not to split the problem. We are not suggesting that this

is the optimal choice, but we find it performs well in practice.

If mÀ n it is advisable to perform an initial QR factorisation of A to reduce

the problem to one of computing the singular value decomposition of an upper

triangular matrix. The main advantages of this approach are the convenience of

being able to appply Algorithm 4.2.9 to a square matrix and the reduction in

computational burden acheived through its application to a triangular matrix. It

could be argued that it is sensible to apply an initial QR factorisation for all prob-

lems regardless of dimension; however Charlier et al. [10] note that for almost

diagonal matrices this can be unnecessarily costly. As we are interested in updat-

ing the singular value decomposition we will reserve the initial QR factorisation

idea for matrices with mÀ n.

4.3 The Symmetric Case

The eigendecomposition of a symmetric matrix A ∈ Rn×n is given by

A = Q diag(λi)Q
T , (4.3.1)

where Q is orthogonal and the λi are the eigenvalues of A. If we take V ≡ U

and A symmetric in Algorithm 4.2.5, the algorithm reduces to the method of

Davies and Modi [17] for computing the eigendecomposition of A. We will briefly

describe the method and show the computational savings that are possible in the
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symmetric case.

Let us assume that A has distinct diagonal elements and small off-diagonal

elements. The approximate solution to the eigenvalue problem is found by con-

structing a nearly orthogonal matrix U such that

UTAU = ∆,

where the diagonal of ∆ offers a good approximation to the eigenvalues of A.

Unlike the SVD case we only need to form one orthogonal matrix, U , which is

given by the Taylor series in (4.2.2) as

UT = eX̂ = I + X̂ +
1

2
X̂2 +

1

6
X̂3 + · · · ,

where X̂ is skew symmetric. (The SVD algorithm computes V = U = e−X̂ , i.e.,

Ŷ = −X̂.) The derivation of Section 4.2 for the SVD of an arbitrary matrix A ∈

Rm×n works through the same as the Davies-Modi symmetric case by replacing

Ŷ with −X̂. The approximation for computing the eigenvalues of a symmetric

A ∈ Rn×n is taken to be

∆ = A0 +D0,

with

UT = I + X̂1 + X̂2 +
1

2
X̂2

1 , (4.3.2)

where

(X̂1)ij =





aij
aii − ajj

, i 6= j,

0, i = j,

(4.3.3)

D =
1

2

(
X̂1A1 − A1X̂1

)
, (4.3.4)

and

(X̂2)ij =





dij
aii − ajj

, i 6= j,

0, i = j.

(4.3.5)
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Notice that in the formation of D, (4.3.4), only one matrix-matrix multiply is

required as A1X̂1 = −X̂1A1, see equation (4.2.4).

As was the case for the SVD method the Davies-Modi method can only be

implemented when the norm of the off-diagonal elements of A are below a certain

threshold. We now review the implementation criteria of the Davies and Modi

method [17].

4.3.1 Error Estimates

Davies and Modi [17] suggest using bounds based on the max-norm, ‖·‖M , which

is defined as

‖X‖M = max |xij|

and has the property for X,Y ∈ Rn×n

‖XY ‖M ≤ n‖X‖M‖Y ‖M .

From (4.3.3), (4.3.4) and (4.3.5), and using α and δ defined in (4.2.11), it is clear

that

‖X̂1‖M ≤
α

δ
, ‖D‖M ≤

nα2

δ
, ‖X̂2‖M ≤

nα2

δ2
. (4.3.6)

Davies and Modi go on to apply the bounds of (4.3.6) to the terms of HX̂ to

determine a condition for orthogonality of the matrix U , (4.3.2). This yields

‖HX̂‖M ≤
n3α4

4δ4
+
n3α4

δ4
+
n3α4

δ4
+

2n2α3

δ3
=

9

4
n3ε4 + 2n2ε3.

In the analysis of Davies and Modi [17] the term corresponding to X̂2
2 is ignored

and consequently the bound ‖HX̂‖M ≤ 5
4
n3ε4 + 2n2ε3 [17, Eq. 3.5] is used. In

addition, it is reported that the residual of the terms in the expansion U TAU

satisfy

‖R‖M ≤
n2α3

δ3
+

3n2α3

2δ2
+
n2α4

2δ3
,
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and by defining

φ =
n2α3

δ2
max

{
1,
α

δ
,
nα

δ2

}
, (4.3.7)

it is suggested the method is implemented when φ is below a desired tolerance,

tol.

The work on the SVD offers an alternative bound to the one given in [17].

Our bound, based on the norms of A1 and Φ, (4.2.23), offer at least as good a

starting criterion as φ. It can easily be seen from the equations for X̂1 and X̂2,

(4.3.3) and (4.3.5), that

X̂1 = A1 ◦ Φ, X̂2 = D1 ◦ Φ.

This is consistent with the equations (4.2.25) and (4.2.27) for X̂1 and X̂2 since

the symmetric case has Askew and Dskew both equal to zero. The bound on the

departure from orthogonality of U is therefore given by (4.2.30) with ‖Ψ‖ replaced

by 0,

‖HX̂‖2 ≤ 2‖A1‖32‖Φ‖32 +O(‖A1‖42‖Φ‖42)

Similarly the small residual condition is given by (4.2.31) with ‖Ψ‖ again replaced

by 0,

‖R‖2
‖A‖2

≤ 28

3
‖A1‖32‖Φ‖32 +O(‖A1‖42‖Φ‖42).

The dominant term in our bounds is ‖A1‖32‖Φ‖32 and hence we can ensure our

matrix U is orthogonal and UTAU is diagonal to a given tolerance by requiring

‖A1‖32‖Φ‖32 < tol. (4.3.8)

Our bounds offer conditions for implementation of the direct method that

are at worst as good as those based on the max-norm along with the added

advantage of being scale invariant. (The bound in (4.3.8) is the same for A as it

is for αA, where α is a scalar.) The norms of the skew-symmetric matrices Φ and

the symmetric matrix A1 can be formed in O(n2) flops which compares favorably

with the amount of work required to find α and δ defined in (4.2.11).
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Algorithm 4.3.1 Given a symmetric matrix A ∈ Rn×n such that ‖A1‖32‖Φ‖32 ≤

tol where A1 is the off-diagonal part of A and Φ is defined in (4.2.23), this algo-

rithm computes an approximation to the spectral decomposition, A = U∆U T with

‖UTU − I‖ and ‖UTAU −∆‖ all less than a small multiple of tol.

Compute X̂1 using (4.3.3).

Compute D = D0 +D1 =
1
2
(A1X̂1 − X̂1A1).

Compute X̂2 using (4.3.5).

∆ = A0 +D0.

U = I + X̂1 + X̂2 +
1
2
X̂2

1 .

The same comments that were made about Algorithm 4.2.5 for computing

the singular value decomposition hold true about Algorithm 4.3.1. Namely, if

the diagonal elements of A are too close together the bound (4.3.8) is unlikely to

be satisfied. Our previous idea of splitting the matrix into two with the distinct

diagonal elements being partitioned from the troublesome ones may be applied

to the eigenvalue problem. The corresponding analysis is analogous to that of

Subsection 4.2.2 with Ŷ replaced by −X̂ and results in the splitting rule

|Φ|ij ≤
tol1/3

2n‖A1‖2
.

The portion of A relating to the clustered diagonal elements A3 remains full

after splitting, requiring us to find an alternative method to Algorithm 4.3.1 to

diagonalise it. We again suggest using rotations to reduce the norm of the off-

diagonal elements until we are at a point where the remaining nonzero elements

may be set to zero by the direct method.

4.3.2 Replacing the Final Sweep(s) of Jacobi’s Method

It was shown in Subsection 4.2.3 how the Kogbetliantz method can be used to

compute the singular value decomposition of A ∈ Rm×n. For a symmetric matrix
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A ∈ Rn×n the Kogbetliantz idea is identical to that of Jacobi’s method [41]

for computing the eigendecomposition of a symmetric matrix. Jacobi’s method

constructs a sequence of similar matrices starting with A0 ≡ A, by applying a

sequence orthogonal transformations:

Ak+1 = QT
kAkQk.

The Qk are chosen in such a way that Ak tends to diagonal form Λ = diag(λi) as

k → ∞. By denoting Q = Q0Q1 . . ., the product of orthogonal transformations

that diagonalise A0, we have the eigendecomposition (4.3.1). The orthogonal Qk

matrices can be determined from the 2× 2 matrix equation (4.2.39) with φ = ψ

and aij = aji. We wish to choose c = cos(φ) and s = sin(φ) to make ãij = 0 = ãji.

If aij = 0 we can set c = 1, s = 0. Otherwise, on multiplying out (4.2.39), we

find that

ãij = sc(aii − ajj) + aij(c
2 − s2)

and so ãij = 0 if t = tan(φ) satisfies

t2 + 2τt− 1 = 0, τ =
ajj − aii
2aij

. (4.3.9)

The smaller of the two roots is chosen,

t = −τ + sign(τ)
√
1 + τ 2 =

sign(τ)

|τ |+
√
1 + τ 2

, (4.3.10)

where sign(x) is defined by

sign(x) =





1 if x ≥ 0,

−1 if x < 0.

Finally, c and s are obtained from

c =
1√

1 + t2
, s = tc. (4.3.11)

The smaller of the two roots guarantees that |φ| ≤ π/4. The choice of the smaller

rotation angle is essential for the convergence theorem of Jacobi’s method [67,
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Chapter 4]. The pair of elements to be zeroed are chosen from a row cyclic

order. For this ordering and the above choice of angle, Jacobi’s method converges

quadratically [28, Sec. 8.4.4], [67, Sec. 9.4].

Algorithm 4.3.2 Given a symmetric A ∈ Rn×n, this algorithm calculates the

eigendecomposition A = Q diag(λi)Q
T . A sequence of orthogonally similar ma-

trices is generated that zeros the off-diagonal elements until A is diagonal to within

a given tolerance, tol.

Q = In

while off(A) > tol

for i = 1 : n

for j = i+ 1 : n

Compute c and s from (4.3.9) – (4.3.11)

Qij =
[
c
−c

s
s

]

A([i, j]; : ) = QT
ijA([i, j]; : )

A(: ; [i, j]) = A(: ; [i, j])Qij

Q(: ; [i, j]) = Q(: ; [i, j])Qij

end

end

end

As was shown in Subsection 4.3.1, Algorithm 4.3.1 can only be applied if the

bound of (4.3.8) is satisfied. When the bound is not satisfied it is possible to

apply sweeps of Jacobi’s method until the norm of the off-diagonal elements of

A have been sufficiently reduced to allow the employment of the direct method.

In our experiments, the bound (4.3.8) is checked after each sweep of Algorithm

4.3.2.

The major costs involved with Algorithm 4.3.1 are two matrix-matrix multi-

plications, one in forming D and one in forming X̂2
1 for the expansion of U . One



CHAPTER 4. UPDATING THE SINGULAR VALUE DECOMPOSITION122

sweep of Jacobi’s method costs 6n3 compared with the 4n3 flops of the direct

method. Therefore, when computing the eigenvalues of a symmetric matrix by

Jacobi’s method it is possible to make computational savings by replacing the

final sweeps with the direct method.

4.4 Numerical Results

We now present four examples, two singular value and two spectral decomposi-

tions, to illustrate the convergence behaviour of our algorithms. Our experiments

were carried out in MATLAB, for which the unit roundoff u ≈ 1.1 × 10−16. We

took the tolerance, tol, of our algorithms to be the unit roundoff. For all four

examples the residual tests ‖UTAV −Σ‖2, ‖UTU − I‖2, and ‖V TV − I‖2 for the

computed SVD were found to be a small multiple of the unit roundoff.

In each table we first show how our test matrix is generated using MATLAB

code. We then apply Algorithm 4.2.9 to the matrix and observe the convergence

behaviour. As we are interested in updating the singular value (spectral) decom-

position of A we introduce random perturbations, Ek, of varying magnitude to A

with the aim of investigating whether the information gained from computing the

SVD of A helps in the computation of the SVD of A+ Ek. The random pertur-

bations Ek are such that ‖Ek‖F = 10−k‖A‖F . For values of k = 2: 8, we applied

Algorithm 4.2.9 to the matrix UT (A+ Ek)V where U and V are the matrices of

left and right singular vectors of A respectively.

Our first example, Table 4.4.1, is concerned with the singular value decom-

position of a 100 × 30 matrix. Since m À n, we applied a QR factorisation to

A before implementing Algorithm 4.2.9. As can be seen from the first line of the

table, 5 sweeps of Kogbetliantz’s algorithm were required before implementation

of the splitting method, at which point ‖A1‖F = 7.8×10−12 and ‖Φ‖F = 3.1×105

where Φ is defined in (4.2.23). The value of ‖Ψ‖F is not reported in the tables as
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‖Φ‖F ≥ ‖Ψ‖F . The split resulted in the partitioning of the 22 “well-separated”

singular values (belonging to the portion of the matrix A with ‖Φsplit‖F = 4.3e+4)

from the smaller 8×8 sub-problem containing the “troublesome” singular values.

One further sweep of Kogbetliantz applied to the 8×8 matrix resulted in the over-

all convergence of the method. Next we applied our algorithm to the perturbed

matrix UT (A + E2)V and saw that 5 sweeps of Kogbetliantz’s algorithm were

again needed before implementing the splitting method. This time, rather than

a partitioning of the problem, the whole matrix was diagonalised by the direct

method of Section 4.2. Similar results were obtained for the remaining values of

k with the exception of k = 6, when Kogbetliantz’s algorithm converged of its

own accord after 2 sweeps.

Table 4.4.2 contains results relating to the singular value decomposition of

the 50 × 50 Dramadah matrix. Initially ‖Φ‖F = ∞. After the first 8 sweeps of

Kogbetliantz ‖Φ‖F was reduced to 4.8e+4, allowing the remaining off-diagonal

elements to be annihilated by the direct method. Of the eight tests carried out,

two converged under the Kogbetliantz algorithm, three converged after imple-

mentation of the direct method and three of the problems split into smaller ones.

Two of the three splits resulted in the separation of 2 “close” singular values and

the other 10.

Table 4.4.3 and Table 4.4.4 contain results for the computation of the spec-

tral decompositions of symmetric positive definite matrices. A similar pattern is

observed to those obtained in Tables 4.4.1 and 4.4.2 for the singular value decom-

position. Namely, as the size of the perturbation decreased the amount of work

required to update the decomposition also decreased. For the Lehmer matrix

with k = 6, Algorithm 4.2.9 resulted in a double split of the matrix. After 1

sweep the problem was reduced to a 17 × 17 problem. The smaller matrix then

required one further sweep before the second use of the direct method. A similar
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Table 4.4.1: 100 × 30 matrix whose singular values have uniformly distributed
logarithm. κ2(A) = 1e+4, ‖A‖F = 1.4, ‖Φ‖F = 1.6e+5 after initial QR factori-
sation. The term “conv” denotes that ‖A1‖F ≤ u‖A‖F .

Method ‖Φ‖F ‖A1‖F σ’s left ‖Φsplit‖F
A = gallery(′randsvd′, [100 30], 1e+ 4, 5).

5 Kog. sweeps 3.1e+5 7.8e-12
Alg 4.2.6 8 4.3e+4

1 Kog. sweep conv.

UT (A+ E2)V
5 Kog. sweeps 2.7e+4 1.2e-14

Alg 4.2.6 0 2.7e+4

UT (A+ E3)V
4 Kog. sweeps 1.7e+5 6.9e-14

Alg 4.2.6 0 1.7e+5

UT (A+ E4)V
3 Kog. sweeps 3.1e+5 4.0e-14

Alg 4.2.6 0 3.1e+5

UT (A+ E5)V
2 Kog. sweeps 3.5e+5 6.5e-13

Alg 4.2.6 2 1.8e+5
1 Kog. sweep conv.

UT (A+ E6)V
2 Kog. sweeps conv.

UT (A+ E7)V
1 Kog. sweep 3.1e+5 2.1e-13
Alg 4.2.6 4 2.7e+4

1 Kog. sweep conv.

UT (A+ E8)V
1 Kog. sweep 3.1e+5 2.1e-14
Alg 4.2.6 0 3.1e+5
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Table 4.4.2: 50 × 50 Dramadah matrix ‖A‖F = 2.7e+1, ‖Φ‖F = inf. The term
“conv” denotes that ‖A1‖F ≤ u‖A‖F .

Method ‖Φ‖F ‖A1‖F σ’s left ‖Φsplit‖F
A = gallery(’dramadah’,50).

8 Kog. sweeps 4.8e+4 8.8e-13
Alg 4.2.6 0 4.8e+4

UT (A+ E2)V
5 Kog. sweeps 1.1e+3 1.6e-11

Alg 4.2.6 0 1.1e+3

UT (A+ E3)V
3 Kog. sweeps 1.9e+3 9.6e-11

Alg 4.2.6 2 1.6e+3
1 Kog. sweep conv.

UT (A+ E4)V
2 Kog. sweeps 7.9e+3 2.8e-10

Alg 4.2.6 10 1.0e+3
1 Kog. sweep conv.

UT (A+ E5)V
2 Kog. sweeps 3.1e+4 2.6e-14

Alg 4.2.6 0 3.1e+3

UT (A+ E6)V
2 Kog. sweeps conv.

UT (A+ E7)V
1 Kog. sweep 4.7e+4 9.9e-12
Alg 4.2.6 2 2.4e+3

1 Kog. sweep conv.

UT (A+ E8)V
1 Kog. sweep 4.8e+4 9.9e-14
Alg 4.2.6 0 4.8e+4
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Table 4.4.3: 40 × 40 Lehmer matrix. ‖A‖F = 2.3e+1, ‖Φ‖F = inf . The term
“conv” denotes that ‖A1‖F ≤ u‖A‖F .

Method ‖Φ‖F ‖A1‖F λ’s left ‖Φsplit‖F
A = gallery(’lehmer’,40).

6 Jac. sweeps 3.4e+3 2.1e-8
Alg 4.2.6 14 1.1e+3

1 Jac. sweep conv.

UT (A+ E2)U
6 Jac. sweeps 1.6e+3 2.6e-11

Alg 4.2.6 0 1.6e+3

UT (A+ E3)U
5 Jac. sweeps 3.1e+3 2.5e-10

Alg 4.2.6 0 3.1e+3

UT (A+ E4)U
3 Jac. sweeps 3.5e+3 5.6e-10

Alg 4.2.6 0 3.5e+3

UT (A+ E5)U
2 Jac. sweeps 3.4e+3 5.3e-10

Alg 4.2.6 0 3.4e+3

UT (A+ E6)U
1 Jac. sweep 3.4e+3 3.1e-8
Alg 4.2.6 17 7.4e+2

1 Jac. sweep 3.3e+3 5.4e-14
Alg 4.2.6 0 3.3e+3

UT (A+ E7)U
1 Jac. sweep 3.4e+3 3.2e-10
Alg 4.2.6 0 3.4e+3

UT (A+ E8)U
1 Jac. sweep 3.4e+3 2.1e-12
Alg 4.2.6 0 3.4e+3
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Table 4.4.4: 30× 30 Random symmetric positive definite matrix. ‖A‖F = 2.1e+2,
‖Φ‖F = 5.0e+1. The term “conv” denotes that ‖A1‖F ≤ u‖A‖F .

Method ‖Φ‖F ‖A1‖F λ’s left ‖Φsplit‖F
R = randn(30); A = R’*R.

7 Jac. sweeps 2.2e+1 7.2e-9
Alg 4.2.6 0 2.2e+1

UT (A+ E2)U
3 Jac. sweeps 2.2e+1 1.8e-11

Alg 4.2.6 0 2.2e+1

UT (A+ E3)U
2 Jac. sweeps 2.2e+1 6.5e-9

Alg 4.2.6 0 2.2e+1

UT (A+ E4)U
1 Jac. sweep 2.2e+1 9.2e-6
Alg 4.2.6 15 2.9

1 Jac. sweep 2.2e+1 1.8e-13
Alg 4.2.6 0 2.2e+1

UT (A+ E5)U
1 Jac. sweep 2.2e+1 9.2e-8
Alg 4.2.6 0 2.2e+1

UT (A+ E6)U
1 Jac. sweep 2.2e+1 9.2e-10
Alg 4.2.6 0 2.2e+1

UT (A+ E7)U
1 Jac. sweep 2.2e+1 9.2e-12
Alg 4.2.6 0 2.2e+1

UT (A+ E8)U
Alg 4.2.6 6 5.6

1 Jac. sweep conv.
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splitting strategy appeared in Table 4.4.4 for k = 4. The results of Table 4.4.4

for k = 5: 7 all show quick convergence of the method with one sweep followed by

diagonalisation via the direct method. Furthermore, for k = 8 the direct method

was applied immediately and reduced the problem to one of computing the SVD

of a 6× 6 matrix.

We also tested the examples in Table 4.4.3 and Table 4.4.4 using Davies and

Modi’s original bounds to test when to use the direct scheme. Using these bounds

we found that the direct scheme was implemented at the same time as in Algo-

rithm 4.2.9. (We only compared the examples where a full reduction is applied,

that is λ’s left = 0 or equivalently Φsplit = Φ.) However, we note that in these

examples our test quantity, ‖A1‖3F‖Φ‖3F , was generally smaller than Davies and

Modi’s original test (4.3.7), often by a factor of 100. Also, by forming Φ, we can

test whether we can reduce the problem to a smaller one using Algorithm 4.2.6.

This cannot be done using the information in (4.3.7). As both tests require O(n2)

work, the new bound (4.3.8) is clearly superior.

Finally, we repeated all the experiments using either the classical Kogbetliantz

or Jacobi algorithm instead of the hybrid scheme of Algorithm 4.2.9. In all

cases we observed that the direct method replaced the final 1 or 2 sweeps of

the rotation methods. Since the cost of the direct method is less than a classical

sweep it is clear that by either splitting the problem into a smaller one or by direct

diagonalisation Algorithm 4.2.9 can offer considerable savings when updating

singular value (spectral) decompositions. In particular, for matrices subjected

to small perturbations the algorithm performs extremely well, making it very

attractive to the problem of updating square roots of symmetric positive definite

matrices discussed in Chapter 3.



Chapter 5

The Matrix Cosine

5.1 Introduction

The need to compute the cosine of a matrix A ∈ Rn×n is due to its appearances

in the solutions of a certain class of second order ordinary differential equations,

and in a method of Yau and Lu for reducing the symmetric eigenvalue problem

[88]. Serbin and Blalock [74] propose an algorithm for computing the cosine

of a matrix. The algorithm makes use of rational approximations of cos(A),

of which we will consider Taylor series and Padé approximations here. Since

these approximations are accurate only near the origin, the norm of A is initially

reduced using a technique analogous to that employed in the scaling and squaring

method for the matrix exponential [28, Sec. 11.3], [85].

Let us define

Ci = cos(2i−mA).

The value m is chosen so that 2−mA has norm small enough that we can obtain a

good approximation of C0 = cos(2−mA) via rational approximation. By applying

the cosine double angle formula1, cos(2A) = 2 cos2(A) − I, we can compute

1For matrices the addition formula cos((A + B)t) = cos(At) cos(Bt)− sin(At) sin(Bt) holds
for all t if and only if A = B, the latter case giving the double angle formula.

129
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Cm = cos(A) from C0 using the recurrence

Ci+1 = 2C2
i − I, i = 0:m− 1. (5.1.1)

The algorithm of Serbin and Blalock [74] can be summarised as follows.

Algorithm 5.1.1 Given a matrix A ∈ Rn×n and a parameter α > 0 this algo-

rithm approximates cos(A).

Choose m such that 2−m‖A‖ ≈ α.

C0 = Taylor or Padé approximation to cos(A/2m).

for i = 0:m− 1

Ci+1 = 2C2
i − I

end

No specific choice of α is suggested by Serbin and Blalock [74]; the value α = 1

is proposed for the ∞-norm by Golub and Van Loan [28, Sec. 11.2.3].

The purpose of this work is to develop Algorithm 5.1.1 into a practical algo-

rithm with an automatic choice of both m and the rational approximation that

balances the conflicting requirements of minimising the computational cost and

maximising the accuracy. To do so we develop preprocessing to initially reduce

the norm (Section 5.2); derive truncation and rounding error bounds for Taylor se-

ries approximants and the [8,8] Padé approximant (Sections 5.3 and 5.4); identify

the most efficient ways of evaluating these approximants (Sections 5.4 and 5.6);

and give a rounding error analysis of the double angle recurrence (Section 5.5).

Our algorithm is given in Section 5.6. The new algorithm is substantially less

expensive for matrices with∞-norm of order 1 than the Schur–Parlett algorithm

of Davies and Higham [16] (applicable to general matrix functions), and in Sec-

tion 5.7 we present numerical experiments that show the new algorithm to be

competitive in accuracy, too.
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We will use the standard model of floating point arithmetic given in Subsection

1.2.5. The most convenient norm to work with in our analysis is the ∞-norm, so

we will use this norm throughout.

5.2 Preprocessing

Before carrying out the steps of Algorithm 5.1.1 it is important to reduce the

norm of A by any available transformations of low computational cost. Two

norm-reducing techniques implemented by Ward [85] for the exponential are ap-

propriate. First, we can exploit the periodicity relation

cos(A− πqI) = (−1)q cos(A), q ∈ Z.

Since we are working with the ∞-norm, we would like to choose q to minimise

‖A − πqI‖∞. How to compute efficiently the optimal q is not clear. However,

the shift θ that minimises the Frobenius norm measure ‖A − θI‖F over all θ is

easily seen (by solving this mini-least squares problem) to be θ = n−1trace(A).

We therefore take q to be whichever of the two integers nearest to trace(A)/(nπ)

gives the smaller value of ‖A − πqI‖∞, or do not shift at all if neither choice

reduces the ∞-norm of A.

This procedure is argument reduction. It is well known that in the computa-

tion of scalar elementary functions special techniques must be used to avoid severe

loss of accuracy in argument reduction for large arguments [61, Chap. 8]. The

standard techniques are not directly applicable to the matrix case. Therefore we

will implement argument reduction in the straightforward way described above,

while recognising that it is a potentially significant source of error. We note that

a general treatment of matrix argument reduction is given by Ng [62], but the

computational approach there uses the Schur form, which we are eschewing in

this work.



CHAPTER 5. THE MATRIX COSINE 132

Another technique that can help in norm reduction is balancing. The bal-

ancing algorithms in LAPACK [1] and MATLAB [58] compute B = D−1AD,

where D is a permuted diagonal matrix chosen so that the 1-norms of the ith row

and ith column of B are of similar magnitude for all i. Balancing is an O(n2)

calculation that can be performed without roundoff. Balancing tends to reduce

the norm, though this is not guaranteed, so our strategy is to replace A by the

balanced B only if ‖B‖∞ < ‖A‖∞.

To summarise, the preprocessing consists of computing

Ã = D−1(A− qI)D,

and we eventually recover cosA from

cos(A) = (−1)qD cos(Ã)D−1.

5.3 Taylor Series

The matrix cosine cos(A) has a Taylor series valid for all A, and by truncating

the series at the (2k + 1)st term we obtain the approximation

T2k(A) =
2k∑

i=0

(−1)i
(2i)!

A2i. (5.3.1)

The error in this approximation can be bounded with the aid of the following

result from [28, Thm. 11.2.4].

Theorem 5.3.1 If f(z) has the Taylor series

f(z) =
∞∑

i=0

αiz
i

on an open disk containing the eigenvalues of A ∈ Cn×n then

‖f(A)−
k∑

i=0

αiA
i‖∞ ≤

n

(k + 1)!
max
0≤s≤1

‖Ak+1f (k+1)(sA)‖∞.
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Proof. Define the matrix E(t) as the truncation error that satisfies

f(At) =
k∑

i=0

αi(At)
i + E(t), 0 ≤ t ≤ 1.

The (p, q) entry of f(At), denoted by fpq(t), satisfies

fpq(t) =
k∑

i=0

f
(i)
pq (0)

i!
ti + epq(t),

where E(t) = epq(t). Since fpq(t) is analytic, epq(t) has the form

epq(t) =
f
(k+1)
pq (εpq)

(k + 1)!
t(k+1),

where 0 ≤ εpq ≤ t ≤ 1. Now f
(k+1)
pq is the (p, q) entry of Ak+1f (k+1)(At) and

therefore

|epq(t)| ≤ max
0≤t≤1

|f (k+1)
pq (t)|
(k + 1)!

≤ max
0≤t≤1

|Ak+1f (k+1)(At)|pq
(k + 1)!

.

The result follows immediately.

For the cosine function the bound of Theorem 5.3.1 becomes

‖ cos(A)− T2k(A)‖∞ ≤
n

(2k + 2)!
max
0≤s≤1

‖A2k+2 cos(2k+2)(sA)‖∞

≤ n

(2k + 2)!
‖A2k+2‖∞ max

0≤s≤1
‖ cos(2k+2)(sA)‖∞.

Now

max
0≤s≤1

‖ cos(2k+2)(sA)‖∞ = max
0≤s≤1

‖ cos(sA)‖∞

≤ 1 +
‖A‖2∞
2!

+
‖A‖4∞
4!

+ · · · = cosh(‖A‖∞),

and so the error in the truncated Taylor series approximation to the matrix cosine

satisfies the bound

‖ cos(A)− T2k(A)‖∞ ≤
n ‖A2k+2‖∞
(2k + 2)!

cosh(‖A‖∞). (5.3.2)
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We also need to bound the error in evaluating T2k(A) in floating point arith-

metic. It is easy to show that whether T2k(A) is evaluated by Horner’s rule, or

by explicitly forming the powers of A, the computed T̂2k satisfies

‖T2k − T̂2k‖∞ ≤ γ̃kn cosh(‖A‖∞).

Hence

‖ cos(A)− T̂2k‖∞
‖ cos(A)‖∞

≤
(
n ‖A2k+2‖∞
(2k + 2)!

+ γ̃kn

)
cosh(‖A‖∞)

‖ cos(A)‖∞
. (5.3.3)

Note that ‖ cos (A)‖∞ ≥ 1−(cosh(‖A‖∞)−1) = 2−cosh(‖A‖∞), so for ‖A‖∞ ≤ 1

we have

0.45 ≤ 2− cosh(1) ≤ ‖ cos (A)‖∞ ≤ cosh(1) ≤ 1.55, (5.3.4)

which gives

cosh(‖A‖∞)

‖ cos(A)‖∞
≤ 3.4.

We conclude that a relative error ‖ cos(A) − T̂2k‖∞/‖ cos(A)‖∞ of order γ̃kn is

guaranteed if ‖A‖∞ ≤ 1 and k is sufficiently large. In fact, since 18! ≈ 6× 1015,

k = 8 suffices in IEEE standard double precision arithmetic, for which the unit

roundoff u ≈ 1.1× 10−16.

5.4 Padé Approximants

For a given scalar function f(x) =
∑∞

i=0 αix
i the rational function

rkm(x) =
pkm(x)

qkm(x)

is a [k,m] Padé approximant of f if pkm is a polynomial in x of degree at most

k, qkm is a polynomial in x of degree at most m and

f(x)− rkm(x) = O(xk+m+1).
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In addition, we usually require that pkm and qkm have no common zeros and that

qkm(0) = 1. These conditions ensure that if a [k,m] Padé approximant exists

then it is unique; see [3] and [4]. We restrict our attention to the main diagonal

Padé approximants (k = m) of the cosine function, f(x) = cos(x).

In comparison with the exponential and logarithm functions, relatively few

results are available concerning Padé approximants of the cosine function. In

particular, we are not aware of a proof of existence of the Padé approximants for

all k and m. Nevertheless, particular approximants are readily calculated with

the aid of the Padé approximation functions in symbolic manipulation packages

such as Maple [55] and Mathematica [57], or via formulae of Magnus and Wynn

[54] that give the coefficients of pkm and qkm in terms of determinants of matrices

whose entries are binomial coefficients. The first two Padé approximants are

r22(x) =
1− (5/12)x2

1 + (1/12)x2
,

r44(x) =
1− (115/252)x2 + (313/15120)x4

1 + (11/252)x2 + (13/15120)x4
.

Thereafter the numerators and denominators of the rational coefficients grow

rapidly in size.

For a Padé approximant to be suitable for use in Algorithm 5.1.1 it must

provably have relative error of order u for the parameter α of interest and the

error in evaluating the approximant must also be of order u. We are not aware

of a useful expression or bound for the error cos(x) − rmm(x) for arbitrary m.

Therefore we will adopt an ad hoc approach whereby we show that a particular

approximant has the desired properties. We consider the approximant

r88(x) =
1− 260735

545628
x2 + 4375409

141863280
x4 − 7696415

13108167072
x6 + 80737373

23594700729600
x8

1 + 12079
545628

x2 + 34709
141863280

x4 + 109247
65540835360

x6 + 11321
1814976979200

x8

=:

∑8
i=0 πix

i

∑8
i=0 µix

i
=
p88(x)

q88(x)
, (5.4.1)

and we take α = 1 in Algorithm 5.1.1, that is, we require that ‖A‖∞ ≤ 1. Key
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to the analysis of r88 is the fact that the coefficients µi (i ≥ 2) of q88 are small:

[µ2 µ4 µ6 µ8 ] = [ 2.2e-2 2.5e-4 1.7e-6 6.2e-9 ] .

An immediate implication is that the denominator polynomial q88 is perfectly

conditioned: we have

‖q88(A)‖∞ ≤
8∑

i=0

|µi| = 1.02

and, using the inequality ‖(I + E)−1‖∞ ≤ (1− ‖E‖∞)−1 for ‖E‖∞ < 1,

‖q88(A)−1‖∞ ≤
1

1− ‖µ2A2 + µ4A4 + µ6A6 + µ8A8‖∞
≤ 1

1− |µ2| − |µ4| − |µ6| − |µ8|
= 1.02,

so κ(q88) ≤ 1.04. To investigate the accuracy of r88 we write

e(A) := cos(A)− r88(A) = (cos(A)q88(A)− p88(A))q88(A)−1,

from which

‖e(A)‖∞ ≤ 1.02 ‖ cos(A)q88(A)− p88(A)‖∞.

Since r88 is the [8,8] Padé approximant,

cos(A)q88(A)− p88(A) =
∞∑

i=9

c2iA
2i.

The question is whether the constants c2i are large. Using MATLAB’s Symbolic

Math Toolbox [59] we find

32∑

i=9

|c2i| = 1.46× 10−16,

with c64 of order 10−80. By bounding the tail of the sum it is not hard to prove

that
∑∞

i=9 |c2i| = 1.46× 10−16, correct to 3 significant figures, and so

‖e(A)‖∞ ≤ 1.02× 1.46× 10−16 = 1.49× 10−16.
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Using (5.3.4), we have finally

‖ cos(A)− r88(A)‖∞
‖ cos(A)‖∞

≤ 3.26× 10−16 (for ‖A‖∞ ≤ 1).

Given that errors of order at least nu will inevitably be introduced in numerical

evaluation of r88, we conclude that this Padé approximant is accurate enough for

use in Algorithm 5.1.1 with α = 1 in IEEE double precision arithmetic.

Now we consider the cost of evaluating r88. As explained in [37] in the con-

text of the matrix logarithm, several techniques are available for evaluating Padé

approximants at a matrix argument. Two of the most interesting techniques are

evaluation of continued fraction and partial fraction expansions. In the natural

continued fraction expansion of r88 the numerators and denominators of the ra-

tional coefficients inconveniently have up to 67 decimal digits, which makes this

expansion unattractive. The denominator polynomial q88 does not factor into

linear factors over R (it has roots ±6.44± 8.74i, ±2.09± 1.02i), which rules out

a linear partial fraction form, and we have not found any other convenient par-

tial fraction expansion. Our favoured way of evaluating r88 is perhaps the most

obvious.

Algorithm 5.4.1 Given a matrix A ∈ Rn×n this algorithm evaluates R = r88(A),

where r88 is defined in (5.4.1).

A2 = A2

A4 = A2
2

A6 = A2A4

A8 = A2
4

P = π0I + π2A2 + π4A4 + π6A6 + π8A8

Q = µ0I + µ2A2 + µ4A4 + µ6A6 + µ8A8

Solve QR = P .
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The cost of Algorithm 5.4.1 is 4M + D, where M denotes a matrix multi-

plication and D the solution of a linear system with n right-hand side vectors.

If Horner’s method (nested multiplication) is used to evaluate p88 and q88 the

cost is significantly more: 7M +D. A method of Paterson and Stockmeyer [28,

Sec. 11.2.4], [68] offers a reduction in cost over Horner’s method at the expense

of using more storage, but it brings only a modest reduction here, to 6M +D, so

Algorithm 5.4.1 remains the least expensive option.

The modestly sized coefficients πi and µi, and the perfect conditioning of q88

for ‖A‖∞ ≤ 1, cause the influence of rounding errors on Algorithm 5.4.1 to be as

small as could be hoped: the relative error due to roundoff is easily shown to be

of order nu.

5.5 Error Analysis

We now analyse the stability of the double angle recurrence (5.1.1). The following

analysis incorporates the error in the initial approximation of C0 = cos(2−mA)

and the rounding errors introduced on each step of the recurrence.

The computed quantities Ĉi satisfy

Ĉi+1 = fl(2Ĉ2
i − I) = 2Ĉ2

i − I +Ri, (5.5.1)

where

‖Ri‖∞ ≤ γn+1(2‖Ĉi‖2∞ + 1). (5.5.2)

Write Ĉi = Ci + Ei, where C0 = cos(2−mA) and the Ci satisfy (5.1.1). Then

(5.5.1) gives

Ei+1 = 2(E2
i + EiCi + CiEi) +Ri.

By taking norms we obtain

‖Ei+1‖∞ ≤ 2‖Ei‖∞(‖Ei‖∞ + 2‖Ci‖∞) + ‖Ri‖∞. (5.5.3)
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For simplicity, we now make the reasonable assumption that ‖Ei‖∞ ≤ 0.05‖Ci‖∞.

Then (5.5.3) gives

‖Ei+1‖∞ ≤ 4.1‖Ei‖∞‖Ci‖∞ + ‖Ri‖∞. (5.5.4)

This recurrence is easily solved to give

‖Ei+1‖∞ ≤ 4.1i+1‖E0‖∞‖C0‖∞‖C1‖∞ . . . ‖Ci‖∞

+
i∑

j=0

4.1i−j‖Rj‖∞‖Cj+1‖∞ . . . ‖Ci‖∞

≤ 4.1i+1‖E0‖∞‖C0‖∞‖C1‖∞ . . . ‖Ci‖∞

+ γn+1

i∑

j=0

4.1i−j(2.21‖Cj‖2∞ + 1)‖Cj+1‖∞ . . . ‖Ci‖∞. (5.5.5)

Recall that bounds for ‖E0‖∞ are given in Sections 5.3 and 5.4.

Suppose, first, that A is normal with real eigenvalues. Then ‖Ci‖∞ ≤ 1 for

all i and (5.5.5) yields

‖Em‖∞ ≤ 4.1m(‖E0‖∞ + γn+1).

With the rounding term omitted this is essentially the bound obtained by Serbin

and Blalock [74]. This bound reflects the fact that, because the double angle

recurrence multiplies the square of the previous iterate by 2 at each stage, the

errors could grow by a factor 4 at each stage, though this worst-case growth is

clearly extremely unlikely.

Turning now to general A, we will simplify the bound (5.5.5) slightly. Since

we are computing C0 to essentially full precision, ‖E0‖∞ ≤ γn+1‖C0‖∞, and we

can rewrite (5.5.5) as

‖Em‖∞
‖Cm‖∞

<∼ γn+1 g(4.1), g(θ) = max
j=0:m−1

θm−j
‖Cj‖∞‖Cj+1‖∞ . . . ‖Cm−1‖∞

‖Cm‖∞
.

(5.5.6)

We have introduced the parameter θ in g because while the analysis requires

θ = 4.1, in practice a much smaller value of θ will usually give more realistic
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bounds. The key quantity is the ratio of norms in g(θ). We know that ‖C0‖∞ ≈ 1,

by (5.3.4). But little can be said about the behaviour of the sequence ‖C0‖∞,

‖C1‖∞, . . . , ‖Cm‖∞. First, note that the Ci are unbounded in norm: cos is

unbounded in the complex plane and, moreover, nonnormality of A can cause

cos(A) to greatly exceed max{| cos(λ)| : λ ∈ λ(A)}, where λ(A) denotes the set

of eigenvalues of A. It is easy to see that g(θ) is unbounded: the denominator

can be arbitrarily close to zero while the numerator is bounded away from zero.

For example, for n = 1 and A = π/2 + ε, with 0 < ε ¿ 1, Algorithm 5.1.1 with

α = 1 takes m = 1 and then

g(θ) =
‖C0‖∞
‖C1‖∞

=
cos(π/4 + ε/2)

cos(π/2 + ε)
→∞ as ε→ 0.

Therefore large g(θ) can occur even for normal matrices—unlike the hump phe-

nomenon for the matrix exponential [60], whereby in the identity exp(A) =

exp(A/m)m the unwanted circumstance that ‖ exp(A)‖∞ ¿ ‖ exp(A/m)‖m∞ can

happen only for nonnormal A.

In summary, the error bound for the double angle recurrence contains two

main parts:

1. Powers of 4.1 up to the mth, which are independent of A. They are innocu-

ous if m is small, and are likely to be very pessimistic otherwise.

2. A term that depends in a complicated way on the norms of the intermediate

Ci, and which is difficult to bound a priori.

Ideally, we would relate the error bound to the conditioning of the cos(A) problem,

which can be measured by the condition number

cond(A) = lim
ε→0

max
‖E‖2≤ε‖A‖2

‖ cos(A+ E)− cos(A)‖2
ε‖ cos(A)‖2

.

Unfortunately, as is the case for the matrix exponential [28, Sec. 11.3] and the

matrix logarithm [11], no convenient characterisation of cond(A) is known, so we
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are unable to determine theoretically whether the method delivers the accuracy

that the condition of the problem warrants.

5.6 Algorithm

We are now in a position to choose the details of our algorithm for computing

cos(A).

First, we must choose between the use of a Taylor series approximant and a

Padé approximant in Algorithm 5.1.1. We also need to consider how to scale A

and whether to choose an approximation of fixed degree, or whether to vary the

degree in order to minimise the total cost, as is done by Cheng, Higham, Kenney

and Laub [11] in a Padé approximation-based algorithm for the matrix logarithm.

We will assume that the approximations are applied only when ‖A‖∞ ≤ 1 (as

our analysis for r88 assumed). We know from Section 5.3 that a Taylor series of

degree 16 is needed to guarantee the required accuracy. The cost of evaluating

this approximation is 8M if we use Horner’s method, dropping to 5M with the

use of the Paterson–Stockmeyer method, though the latter method requires 2n2

extra elements of storage. Therefore in terms of overall cost and storage the

Padé approximation r88, which costs 4M + D, is preferable to a Taylor series

approximation. We can consider additional scaling once ‖A‖∞ ≤ 1 in the hope

that a lower degree approximation can be used. However, each scaling requires an

extra matrix multiplication in the final double angle recurrence, while the saving

in evaluating r66 (say) over r88 is just one matrix multiplication. Furthermore, as

the analysis in the previous section shows, to minimise the overall error bound

we need to minimise the number of scalings. We choose, therefore, not to allow

the possibility of additional double angle steps. (In the matrix logarithm work in

[11] the economics are very different because the analogue of the scaling step is

a matrix square root which, when computed iteratively, has a cost that depends
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strongly on the number of square roots already computed.) Finally, as already

shown, both r88 and the Taylor series are evaluated accurately given that ‖A‖∞ ≤

1.

These deliberations lead to the following algorithm.

Algorithm 5.6.1 Given a matrix A ∈ Rn×n this algorithm approximates X =

cos(A). It is intended for use in IEEE double precision arithmetic.

A← A− qI, where q is whichever of 0, btrace(A)/(nπ)]c and

dtrace(A)/(nπ)]e yields the smaller value of ‖A− πqI‖∞.

B = D−1AD, where D balances A.

if ‖B‖∞ < ‖A‖∞, A = B, end

Choose m so that 2−m‖A‖∞ ≤ 1 < 2−(m−1)‖A‖∞.

C0 = r88(2
−mA), where r88 is the Padé approximant (5.4.1) evaluated by

Algorithm 5.4.1.

for i = 0:m− 1

Ci+1 = 2C2
i − I

end

X = (−1)qCm
if balancing was performed, X = DXD−1, end

The total cost of Algorithm 5.6.1 is (4 + dlog2(‖A‖∞)e)M +D.

5.7 Numerical Experiments

We present some numerical experiments designed to provide insight into Algo-

rithm 5.6.1 and to illustrate its performance in comparison with the general pur-

pose f(A) algorithm of Davies and Higham [16]. The latter algorithm computes

a Schur decomposition, re-orders and blocks the Schur form, and applies a block
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form of Parlett’s recurrence to the triangular Schur factor, with functions of the

nontrivial diagonal blocks evaluated via a Taylor series. The cost of this Schur–

Parlett algorithm is roughly between 28n3 flops and n4/3 flops. Algorithm 5.6.1

has a smaller flop count if ‖A‖∞ ≤ 512, and since the algorithm is dominated by

matrix multiplication and the solution of multiple right-hand side systems it can

exploit modern computer architectures particularly well.

Another relevant comparison is with the method that evaluates

cos(A) = Re eiA, (5.7.1)

with the matrix exponential evaluated by the scaling and squaring method [28,

Sec. 11.3], [85]. This method is not, in general, a serious competitor to Algo-

rithm 5.6.1 for two main reasons: it uses about twice as many complex arith-

metic flops as Algorithm 5.6.1 uses real flops, and it can clearly suffer badly from

cancellation when eiA is large but cos(A) is small.

The experiments were carried out in MATLAB, which uses IEEE double pre-

cision arithmetic. In computing errors we take the “exact” cos(A) to be an

approximation obtained by using MATLAB’s Symbolic Math Toolbox (which in-

vokes the Maple kernel) to evaluate the formula (5.7.1) at high precision. We are

primarily interested in the relative error

err =
‖X − X̂‖∞
‖X‖∞

.

The first matrix we use in our tests is the 16× 16 Frank matrix (MATLAB’s

gallery(’frank’,16)). In Table 5.7.1 we show the results for Algorithm 5.6.1

both with and without the preprocessing step. In the fifth column, A0 is the

matrix after the preprocessing step, that is, the matrix to which the 2−m scaling

is applied; in the third column, err bound is the error bound in (5.5.6) and g(1) is

an evaluation of the function g in (5.5.6). In this test we see that Algorithm 5.6.1

produces a much more accurate result than the Schur–Parlett algorithm. The
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preprocessing step produces a useful reduction in the norm (most of which is due

to the balancing), which reduces the amount of scaling needed and benefits the

error. The error bound err bound is pessimistic, but g(1)u predicts the error well.

An estimate of the condition number cond, computed with the finite-difference

power method proposed by Kenney and Laub [46], is shown in the table.

The second test matrix is the 8 × 8 Pascal matrix (MATLAB’s pascal(8)),

which is symmetric positive definite. The results are shown in Table 5.7.2. The

Schur–Parlett algorithm is the clear winner in accuracy, which is not surprising

since the algorithm simply reduces to evaluating cos(A) from the spectral de-

composition. Again, preprocessing reduces the error. In this example, g(1)u is

much too optimistic as an error estimate. The error for Algorithm 5.6.1 exceeds

cond(A)u, so the method is performing unstably on this example.

The third matrix is, in MATLAB notation, gallery(’invol’,8)*8*pi; the

results are shown in Table 5.7.3. This matrix has eigenvalues 8π and −8π, each

repeated four times, and cos(A) = I. Since the eigenvalues are multiples of π,

this example might appear to be one for which for which range reduction would

work well. However, since the eugenvalues are symmetric about the origin, a

shift that reduces one eigenvalue increases the other, and in any case the high

non-normality of the matrix means that consideration of eigenvalues alone is not

sufficient. Algorithm 5.6.1 and the Schur–Parlett algorithm both produce much

smaller errors than would be expected, given the condition of the problem. The

value of err bound is smaller than might be expected in view of the fact that

4.122 ≈ 1013; the reason is that the computed Cm−3 has norm of order 10−6, and

this term multiplies the large powers of 4.1 in (5.5.6). Interestingly, if we force

m = 8 (which corresponds to evaluating the Padé approximant at a matrix of

norm 8.7e3), Algorithm 5.6.1 produces a much smaller error, as shown in the

third row of Table 5.7.3. The reason is that ‖A2‖∞ ≈ 6×102 ¿ ‖A‖∞ ≈ 1×107,
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which make the terms of the Taylor series of cos(A) decrease much faster than

is usual for matrices of such a norm; hence the Padé approximation r88 delivers

good accuracy even though it is applied here to a matrix with norm much greater

than 1.

Our final example is a matrix constructed by the MATLAB code

randn(’seed’,1)

D = pi/2*(eye(8)+diag(1:8)*1e-8); X = gallery(’randsvd’,8,1e2);

A = X*D/X;

The matrix has eigenvalues very close to π/2 and a fairly well conditioned eigen-

vector matrix. This matrix illustrates the phenomenon identified in Section 5.5

whereby an intermediate Ci can be of much larger norm than the final Cm, as can

be seen in Table 5.7.4 by the fact that g(1) in (5.5.6) is large. Nevertheless, the

error is still no larger than cond(A)u, so Algorithm 5.6.1 is performing stably.

The exponential-based method that evaluates (5.7.1) yields good accuracy on

the first, second and fourth matrices, but its flaw is apparent on the third matrix,

where massive cancellation results in a computed result with no correct digits.

The error bound in (5.5.6) can clearly be pessimistic, but for the third and

fourth matrices it provides reasonable estimates of the actual error; on the other

hand, the values of g(1)u show that ignoring the potential 4.1m error growth can

lead to gross underestimates of the error.

Finally, we note that scaling so that ‖2−mA‖∞ À 1 and evaluating the Taylor

series until numerical convergence, that is, until additional terms do not affect

the computed sum, can give acceptable accuracy. To illustrate, we applied Algo-

rithm 5.1.1 with different m, evaluating the Taylor series until numerical conver-

gence. For the Frank matrix, with m = 4 (‖2−mA‖∞ = 8.5) we obtained an error

of 2.6e-14 with 27 terms of the Taylor series, this being the minimal error over

all m. For the third matrix, a minimal error of 5.7e-12 was obtained with m = 2
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(‖2−mA‖∞ = 2.8e6), using 39 terms of the Taylor series. There are two difficulties

with trying to develop an algorithm that applies the basic approximation to a ma-

trix of norm greater than 1. First, without knowledge of the conditioning of the

problem it is impossible to know how large an error (the combination of rounding

and truncation errors) should be allowed. (Recall that Algorithm 5.6.1 evaluates

the basic approximation to machine accuracy.) Second, even if the conditioning is

known, it is unclear how to develop an algorithm that achieves the (now known)

desired relative error with reasonable cost. In particular, ‖ cos(2−mA)‖∞ is not

known a priori, which makes using the bound (5.3.3) to determine a suitable m

in advance of evaluation of the Taylor series of the scaled A problematic.
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Table 5.7.1: Results for 16× 16 Frank matrix; ‖A‖∞ = 1.4e2, cond(A) ≈ 105.

Algorithm 5.6.1 Schur–Parlett (5.7.1)
Pre err err bound g(1)u ‖A0‖∞ m err err
Yes 8.9e-14 1.8e-10 2.0e-15 5.1e1 6 4.1e-10 5.9e-14
No 2.2e-12 9.2e-7 6.4e-13 1.4e2 8

Table 5.7.2: Results for 8× 8 Pascal matrix; ‖A‖∞ = 6.4e3, cond(A) ≈ 103.

Algorithm 5.6.1 Schur–Parlett (5.7.1)
Pre err err bound g(1)u ‖A0‖∞ m err err
Yes 1.7e-11 6.9e-6 7.7e-15 5.8e3 13 6.7e-13 1.8e-12
No 1.4e-8 3.6e-5 4.0e-14 6.4e3 13

Table 5.7.3: Results for gallery(’invol’,8)*8*pi; ‖A‖∞ = 1.1e7, cond(A) ≈
1010. The results in the third row were obtained by imposing m = 8.

Algorithm 5.6.1 Schur–Parlett (5.7.1)
Pre err err bound g(1)u ‖A0‖∞ m err err
Yes 1.3e-9 4.3e-8 1.1e-16 2.2e6 22 1.6e-10 6.6e2
No 2.3e-7 1.1e-5 1.1e-16 1.1e7 24
Yes 5.7e-12 1.3e-13 1.1e-16 2.2e6 8

Table 5.7.4: Results for 8×8 matrix with eigenvalues close to π/2; ‖A‖∞ = 1.6e0,
cond(A) ≈ 106.

Algorithm 5.6.1 Schur–Parlett (5.7.1)
Pre err err bound g(1)u ‖A0‖∞ m err err
Yes 2.4e-10 1.2e-9 4.2e-11 1.6e0 1 1.9e-9 1.4e-10
No 3.0e-10 6.7e-10 2.3e-11 1.6e0 1
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Conclusions

We have studied the theory and computation of matrix functions, with particular

attention given to the matrix pth root problem. The roots of nonsingular matrices

can be classified into two groups. One group contains the pth roots X of A that

are functions of A, that is X is expressible as a polynomial in A, and the other

contains those that are not. Roots that are not functions of A take different

branches of the pth root function λ
1/p
i whenever A has repeated eigenvalues λi. It

is this mismatch of the multivalued function that characterises non-function roots

as having infinite condition and leads to the breakdown of both Newton’s and

the Schur method for computing matrix roots. For roots that are functions of A

it is possible to use a simplified version of Newton’s method to solve the matrix

pth root problem. However, by examining the convergence of the Newton type

method, the iteration is seen to exhibit fractal behaviour, with convergence only

guaranteed for positive definite roots of positive definite matrices. In addition to

poor convergence, the method, based on commutativity assumptions, has poor

stability properties and hence is of little computational interest. For the matrix

square root case, p = 2, it is possible to stabilise the unstable Newton method by

converting the iterates to a pair of coupled iterations [33]. Whether or not it is
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possible to improve the stability for p > 2 by rewriting the iteration as a system

of coupled iterations is unclear and warrants further examination. The elegant

and efficient Schur based method has no such difficulties and has the advantage

of being able to compute all the pth roots of A that are functions of A by simply

taking all suitable combinations of branches on the lead diagonal. However,

caution needs to be exercised when computing pth roots as there exists roots

that are functions of A that are inherently ill-conditioned. A way of highlighting

such roots prior to their computation is unknown.

The algorithm for computing the polar decomposition based on the maximum

trace property has an extremely slow convergence rate, making it too costly

to consider as a viable method even if used as part of an approach to update

symmetric positive definite square roots. The reason for poor convergence of the

method is the large number of Givens rotations needed to symmetrise the matrix.

The number of required sweeps is proportional to the dimension of the matrix

and so for large matrices the algorithm is seriously limited. It is unclear what,

if any, alternative orthogonal transformations could be used to symmetrise the

matrix faster than Givens rotations, but such an alternative would significantly

improve the maximum trace algorithm.

Failed attempts at finding an algorithm for updating square roots of symmetric

positive definite matrices led to the idea of evaluating the square root function on

the matrix of eigenvalues. A direct method of Davies and Modi for approximating

the eigendecomposition of a symmetric matrix A with small off-diagonal and

well separated diagonal elements was extended to compute the singular value

decomposition. The SVD approach offered alternative bounds to those given

by Davies and Modi. These bounds were shown to out-perform the existing

ones in the majority of cases. In practice, the direct methods were applied after

initial sweeps of either Kogbetliantz’s or Jacobi’s method. In experiments we
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observed that our algorithm compared favourably with methods based exclusively

on Kogbetliantz/Jacobi methods. The direct method was able replace the final

sweeps of the Kogbetliantz algorithm, resulting in considerable computational

savings being made. In particular, for matrices subjected to small perturbations

the algorithm performs extremely well, making it attractive for the problem of

updating square roots of symmetric positive definite matrices.

The matrix cosine algorithm scales the matrix by a power of 2 to make the

∞-norm less than or equal to 1, evaluates a Padé approximant, and then uses the

double angle formula cos(2A) = 2 cos(A)2− I to recover the cosine of the original

matrix. Rounding error analyses show that an [8, 8] Padé approximant produces

the cosine of the scaled matrix correct to machine accuracy in IEEE double

precision arithmetic, and in experiments the algorithm compares favourably with

existing methods. It is possible for a Taylor series approximation to give a solution

that is acceptable in accuracy even though the norm of the scaled matrix is greater

than one. For matrices of norm greater than one, a relatively large number of

Taylor series terms are needed to achieve the desired precision but as only a few

double angle steps are required high accuracy is possible. How to develop an

efficient algorithm that exploits this possibility is unclear.
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bridge University Press, Cambridge, second edition, 1996.

[5] M. W. Berry, S. T. Dumais, and Gavin W. O’Brien. Using linear algebra for

intelligent information retrieval. SIAM Review, 37:573–595, 1995.
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